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Australasian Computer Education Conference (ACE 2010)

Engaging Students in Programming

Malcolm Corney, Donna Teague and Richard N. Thomas
(Tuesday 1:30pm, Z504)

Poor student engagement and high failure rates in first year
units were addressed at the Queensland University of
Technology (QUT) with a course restructure involving a fresh
approach to introducing programming. Students’ first taste of
programming in the new course focused less on the language
and syntax, and more on problem solving and design, and the
role of programming in relation to other technologies they
are likely to encounter in their studies. In effect, several
technologies that have historically been compartmentalised
and taught in isolation have been brought together as a
breadth-first introduction to IT. Incorporating databases and
Web development technologies into what used to be a purely
programming unit gave students a very short introduction to
each technology, with programming acting as the glue
between each of them. As a result, students not only had a
clearer understanding of the application of programming in
the real world, but were able to determine their preference
or otherwise for each of the technologies introduced, which
will help them when the time comes for choosing a course
major. Students engaged well in an intensely collaborative
learning environment for this unit which was designed to
both support the needs of students and meet industry
expectations. Attrition from the unit was low, with computer
laboratory practical attendance rates for the first time
remaining high throughout semester, and the failure rate
falling to a single figure percentage.

Introductory Programming in a Web Context

Michael de Raadt
(Tuesday 2:00pm, Z504)

A number of studies have recognised the benefits of using a
context or theme consistently throughout an introductory
programming course. Examples of contexts in which
programming is related and taught include micro-worlds,
robotics, games and media computation. Such contexts bring
relevance to the content of programming courses. In this
paper, a Web context is proposed and described. This context
has been successfully used in an introductory programming
course and received a positive student response.

Using a primary-school challenge in a third-year IT
course

Simon
(Tuesday 2:30pm, Z504)

Programmable Lego Mindstorms robots are used as a
challenge activity in competitions for schools, and in various
capacities in university-level computing courses. We describe
an assignment that we use in a third-year IT course, part of
which is identical to one of the school-level challenge tasks.
We explore the benefits of this assignment in our university
course, and explain why it is legitimate to ‘challenge’ our
final-year students with an exercise undertaken by children in
primary school.

Textbooks - How We Choose Them, How We Use
Them, Shall We Lose Them?

Nell B. Dale
(Tuesday 3:30pm, Z504)

This paper describes the results of a survey designed to
explore how computer science educators view textbooks:
how they choose them, how they use them, how they view
the role of textbooks within the curriculum, and how they
view the future of textbooks. The survey was posted on the
Internet, with invitation email messages sent to the mailing
list for SIGCSE, the ACM’s Special Interest Group for
Computer Science Education, asking them to fill out the
survey. Of the 1053 addresses on the mailing list, 188
recipients responded, giving a response rate of almost 18%.
This paper describes the demographics of the respondents,
presents the objective responses, and provides a content
analysis of the subjective responses.

Study Habits of CS 1 Students: What do they do
outside the classroom?

Donald Chinn, Judy Sheard, Angela Carbone and Mikko-Jussi
Laakso
(Tuesday 4:30pm, Z504)

In this paper, we report the results of a survey of the study
habits of CS1 students. In this survey, students were asked
how much time they spent on course-related activities such
as reading the textbook, working on problems outside class,
using online learning tools, and consulting with their
instructor. We identified factors that influenced student
study habits and how those factors affected students’ final
course score. The findings show that students engaged in a
wide range of study behaviours in terms of time spent and
use of resources. Previous programming experience and
lecture attendance were positive factors to final course
score, and a tendency to work with others was a negative
factor. We found no difference in final course score based on
gender; however, females tended to read the textbook more
than males and they tended to work with others more than
males.



Does Quality Assurance Enhance the Quality of
Computing Education?

Arnold N. Pears
(Wednesday 9:00am, Z504)

Delivery of “quality” education is a major element of the
mission statements of the world’s tertiary institutions.
Quality has emerged as an important academic performance
metric and can have significant impact on the reputations of
individuals, departments, faculties and institutions. This
paper explores quality and quality assurance (QA) from
several perspectives, production and manufacturing, service
provision and personal growth, relating them to current QA
frameworks and practices in computing.

Introductory Programming and the Didactic Triangle

Anders Berglund and Raymond Lister
(Wednesday 10:00am, Z504)

In this paper, we use Kansanen’s didactic triangle to structure
and analyse research on the teaching and learning of
programming. Students, teachers and course content are the
three entities that form the corners of the didactic triangle.
The edges of the triangle represent the relationships
between these three entities. We argue that many
computing educators and computing education researchers
operate from within narrow views of the didactic triangle. For
example, computing educators often teach programming
based on how they relate to the computer, and not how the
students relate to the computer. We conclude that, while
research that focuses on the corners of the didactic triangle is
sometimes appropriate, there needs to be more research
that focuses on the edges of the triangle, and more research
that studies the entire didactic triangle.

Approaches used by cross-cultural and cross-discipline
students in teamwork for a first-year course in web
design

Kathy Egea, Soon-Kyeong Kim, Trish Andrews and Karin
Behrens
(Wednesday 1:30pm, Z504)

Cross-cultural and cross-discipline teams are commonplace in
ICT global work projects, an area where students in an IT
program may head. This paper presents preliminary research
that is concerned with outcomes from an intervention
strategy designed to help students identify and address
cross-cultural and cross-disciplinary team issues while
undertaking a series of team-based assessment tasks in a
web design course. Students were asked to complete an
online questionnaire three times over the semester to rate
attributes  for  communication, task  management,
relationships, and cultural dimensions as a means of self-
assessing their approach to teamwork. Using the data
collected from the three surveys, a quantitative evaluation
was conducted. This paper presents a preliminary result from
this analysis and also discusses future research directions.

Cross-Cultural Education: Learning Methodology and
Behaviour Analysis for Asian Students in IT Field of
Australian Universities

Jie Lu, KL Chin, Juan Yao, Jun Xu and Jitian Xiao
(Wednesday 1:30pm, Z504)

Australian tertiary education of information technology (IT)
has attracted a large number of international students,
particularly from Asia. Cultural factors have affected the
quality of learning of international students and the teaching
approaches adopted by Australian lecturers. Therefore,
cross-cultural teaching and learning situations have become
an important issue in Australian universities. This study
intends to improve the understanding of Asian students’
cultural backgrounds, their previous learning approaches and
their perspectives on Australian culture and educational
mode, with the objective of helping international students
from different cultural backgrounds to overcome the
difficulties of cross-cultural study. This study has completed a
questionnaire survey of 1026 students, including 292
Information Technology (28.5%) students from five
universities in Australia. Among these IT students, there are
100 (34.25%) local students and 192 (65.75%) international
students from 39 other countries. The questionnaire contains
55 questions within six question sections and one
information section. This paper presents comparison-based
data analysis results of this survey on learning methodology
and behaviours of Asian students in IT field of Australian
universities. It particularly reveals the main difference for
students between the universities in their home countries
and in Australia, also the difficulties of these students during
their study in Australian university through qualitative
analysis on open questions of the survey. This paper also
reports the research methodology and main findings in cross-
culture teaching and learning generated from this study. This
work was fully supported by Australian Learning and
Teaching Council (CG7-494).

Yet Another East India Company? The Australasian
Education Industry

Vishv Malhotra and Tony Clear
(Wednesday 1:30pm, Z504)

Challenges and Strategies in Teaching First-year Asian
International Students in Australian Universities

Jitian Xiao, Jie Lu, KL Chin, Jun Xu and Juan Yao
(Wednesday 1:30pm, 2504)



An Adaptable Framework for the Teaching and
Assessment of Software Development across Year
Levels

Richard N Thomas, Moira Cordiner and Diane Corney
(Wednesday 3:30pm, Z504)

Few frameworks exist for the teaching and assessment of
programming subjects that are coherent and logical. Nor are
they sufficiently generic and adaptable to be used outside the
particular tertiary institutions in which they were developed.
This paper presents the Teaching and Assessment of
Software Development (TASD) framework. We describe its
development and implementation at an Australian university
and demonstrate, with examples, how it has been used, with
supporting data. Extracts of criteria sheets (grading rubrics)
for a variety of assessment tasks are included. The numerous
advantages of this new framework are discussed with
comparisons made to those reported in the published
literature.

Constructive Controversy as a Way to Create “True
Collaboration” in an Open Ended Group Project
Setting

Mats Daniels and Asa Cajander
(Wednesday 4:00pm, Z504)

The IT in Society course is based on an Open Ended Group
project framework that has been developed in an action
research manner. It is a course where students participate in
a real project, where they have the possibility to take part of
an unusual learning experience where they address a
complex and multifaceted real problem. A learning theory
has evolved in parallel to the process of developing the
course, and this paper will illustrate how the instructional
procedure constructive controversy has influenced a recent
development of the course and the underlying learning
theory. The focus has been on thei ssue of
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The case for ICT work-integrated learning from
graduates in the workplace

Tony Koppi, Sylvia L. Edwards, Judy Sheard, Fazel Naghdy and
Wayne Brookes
(Wednesday 4:30pm, 2504)

An online survey of recent ICT graduates in the workplace
was carried out as part of a recent project funded by the
Australian Learning and Teaching Council. The survey was
concerned with the ICT curriculum in relation to workplace
job requirements and university preparation for these
requirements. The survey contained quantitative and
qualitative components and findings from the former have
been published (Koppi et al., 2009). This paper reports on a
quantitative comparison of responses from graduates who
had workplace experience and those who did not, and a
qualitative analysis of text responses from all ICT graduates
to open-ended questions concerning the curriculum and their
perceived university preparation for the workplace. The
overwhelming response from ICT graduates in the workplace

creating

was for more industry related learning. These industry
relationships included industry involvement, workplace
learning and business experience, up-to-date teaching and
technologies, practical applications, and real-world activities.
A closer relationship of academia and industry was strongly
advocated by ICT graduates in the workplace.

Improving the Learning of Graduate Attributes in the
Curriculum: a Case-Study in IT Management

Alan Sixsmith and Andrew Litchfield
(Wednesday 5:00pm, 2504)

Government, employers and professional societies want
university graduates who are more ready for work. The UTS
Work-Ready Project is a curriculum renewal initiative that
ai ms to i mp r nofessiongl rattributea tarel
employability skills. The Project provides online teaching and
learning resources to support the integration of Work-Ready
Learning Activities (WRLA) into the existing curriculum. The
paper provides an overview of the UTS Work-Ready Project
and the incorporation of WRLA’s into three Information
Technology (IT) Management subjects which all included a
group assessment item. In each subject, students were
surveyed to gain feedback regarding how useful they found a
team collaborative decision-making WRLA and whether it
helped in their group assessment task. When averaged across
the three subjects and the five surveys undertaken 85% of
students thought the activity was useful, however there were
mixed results in relation to whether the WRLA helped in the
group assessment task. Under-graduate students reported
the WRLA made no difference to the group assessment task,
whereas postgraduates indicated the WRLA did help the
team produce their group assessment item.

Computer Science in New Zealand High Schools

Tim Bell, Peter Andreae and Lynn Lambert
“ ot r(TJ\'ﬁSdaV 9:00am, Z504)

The New Zealand Ministry of Education has recently released
a new “Digital Technologies” proposal for delivering
computing topics in the final three years of High Schools. The
proposal aims to address a number of issues by offering
topics that will be academically challenging for students, and
provide them with a broader view of the kinds of advanced
topics they might study beyond High School. The proposed
structure includes having Digital Technologies as a separate
area in the technology curriculum, and includes a strand
called “Computer Science and Programming” that has
sufficient coverage to communicate to students what the
subject area is really about.

This paper reviews the circumstances that led to this
proposal, describes the international context (especially in
the US) for High School computing curricula, and examines
the published proposal in some detail. It also considers the
issues that are likely to come up in the implementation of the
proposal, and how they might be addressed.



Student Perceptions of ICT: A Gendered Analysis

Christine McLachlan, Annemieke Craig and Jo Coldwell
(Thursday 10:00am, Z504)

This paper investigates the attitudes and perceptions of
secondary school students to ICT. During the last decade
there have been decreasing numbers of students completing
ICT subjects at secondary school in their senior years. The
data was collected from university students enrolled in a
range of first year units. Although the survey was undertaken
by university students, the data collected related to their
opinions whilst still at secondary school. This study explored
two areas: firstly, the reasons why students had elected not
to study ICT in their senior years at secondary school; and
secondly, it describes a gender analysis of the attitudes and
perceptions of students who had elected to study ICT. The
analysis found that many students were not interested in
studying senior ICT subjects, and for those that were, there
were only a few differences between the gendered opinions
to ICT.

The Quality of a PeerWise MCQ Repository

Helen Purchase, John Hamer, Paul Denny and Andrew
Luxton-Reilly
(Thursday 1:30pm, Z504)

PeerWise allows students to create a repository of multiple
choice questions which can be attempted by their peers, and
discussed between them online. Peer-Wise has been shown
to foster deep learning and to improve students’
performance. In this paper, we consider the nature of the
repository created by a large, first year programming class,
looking in particular at the quality attributes of Coverage,
Question Quality, Difficulty and Indexing. The effect of
student ability (as measured by a class test given before use
of Peer-Wise) on the contributions to the repository is also
investigated. We find that the overall quality of the
repository is good, with only a few minor deficiencies, and
conclude that these small defects are a small price to pay
when compared with the substantial learning benefits that
result from PeerWise use.

Effects of Course-Long Use of a Program Visualization
Tool

Erkki Kaila, Teemu Rajala, Mikko-Jussi Laakso and Tapio
Salakoski
(Thursday 2:00pm, Z504)

We studied the course-long use of a program visualization
tool called VIiLLE in high school in Finland. The study was
conducted in three consecutive instances of the first
programming course. In the first two instances of the course,
the students did not utilize VILLE - except for a short session -
while in the last instance students did ViLLE exercises
throughout the whole course. The students who used ViLLE
got significantly better results from the course’s final exam.
This supports our hypothesis that program visualization can
be an effective method in teaching programming, and
indicates that we should continue developing program
visualization methods to further enhance learning.

An experience report on using collaboration
technologies for distance and on-campus learning

David Carrington, Soon-Kyeong Kim and Paul Strooper
(Thursday 2:30pm, Z504)

This paper summarises our experiences and observations
using two online collaboration technologies, Blackboard and
Wimba Live Classroom, while teaching Software Engineering
courses. Blackboard is used to make announcements and
course materials available. The Wiki facility of Blackboard is
used to update information about software tools used in the
course. In addition to the text chat and record feature in
Blackboard, Wimba Live Classroom is used for audio chatting
with application sharing and the whiteboard facility, and also
to record lectures. Blended learning, which combines
traditional face-to-face teaching with online methods, can
improve the quality, convenience and flexibility of
communication for participants and student satisfaction. This
paper reports our experiences using Blackboard and Wimba
in a blended-learning environment and presents our
suggestions for using collaboration technologies in teaching.



Australasian Computer Science Conference (ACSC 2010)

An Empirical Study of Overriding in Open Source Java

Ewan Tempero, Steve Counsell and James Noble
(Tuesday 1:30pm, Z606)

Inheritance is a key feature of object-oriented programming.
Overriding is one of the most important parts of inheritance,
allowing a subclass to replace methods implemented in its
superclass. Unfortunately, the way programmers use
overriding in practise is not well understood. We present the
first large-scale empirical study of overriding. We describe a
suite of metrics that measure overriding and present a
corpus analysis that uses those metrics to analyse 100 open-
source applications, containing over 100,000 separate classes
and interfaces. We found substantial overriding: most
subclasses override at least one method and many classes
that only declare overriding methods. We also found
questionable uses of overriding, such as removing superclass
method implementations by overriding them with empty
method bodies.

Modular Transactional Memory

Matthew Brecknell and Paul Roe
(Tuesday 2:00pm, Z606)

Software transactional memory has the potential to greatly
simplify development of concurrent software, by supporting
safe composition of concurrent shared state abstractions.
However, STM semantics are defined in terms of low-level
reads and writes on individual memory locations, so
implementations are unable to take advantage of the
properties of user-defined abstractions. Consequently, the
performance of transactions over some structures can be
disappointing. We present Modular Transactional Memory,
our framework which allows programmers to extend STM
with concurrency control algorithms tailored to the data
structures they use in concurrent programs. We describe our
implementation in Concurrent Haskell, and two example
structures: a finite map which allows concurrent transactions
to operate on disjoint sets of keys, and a non-deterministic
channel which supports concurrent sources and sinks. Our
approach is based on previous work by others on boosted
and open-nested transactions, with one significant
development: transactions are given types which denote the
concurrency control algorithms they employ. Typed
transactions offer a higher level of assurance for
programmers reusing transactional code, and allow more
flexible abstract concurrency control.

Memory Efficient State-Space Analysis in Software
Model-Checking

Anshuman Mukherjee, Zahir Tari and Peter Bertok
(Tuesday 2:30pm, Z606)

Formal methods have an unprecedented ability to endorse
the correctness of a system. In spite of that, it has been
limited to safety-critical and mission-critical systems owing to
significant time and memory costs involved. Lately, our ever

increasing dependency on software in all walks of our life has
necessitated using formal methods for a wider range of
softwares. In this paper, we propose an algorithm to make
this possible by reducing the memory requirement for model
checking, a widely used formal method. A model checker
stores all explored states in memory to ensure termination.
The proposed algorithm slash memory costs by storing these
states in compressed form. In compressed form, a state is
stored as how different it is from its previous state. Our
experiments report a memory reduction of 95% with only
doubling of computation delay. Aforesaid reduction allows
model checking in a machine with only a fraction of memory
needed otherwise. Consequently the advantage is twofold, 1)
enormous savings as only a small physical memory is
required and 2) as more states can now be stored in a
memory of same size, the chances of complete state-space
analysis is exceedingly high.

Efficient Contour Line Labelling for Terrain Modelling

Xin Xie and Burkhard C. Wiinsche
(Tuesday 3:30pm, Z606)

Terrains are an essential part of outdoor environments.
Terrain models are important for computer games and
applications in architecture, urban design and archaeology. A
popular and intuitive way to represent terrains is by contour
maps. In order to render such representations in 3D the
contours must be labelled with height values and converted
to Digital Elevation Maps (DEM), which are regular grids of
height values and are represented as gray scale images. The
labelling of contour lines is time intensive for large maps and
prone to errors. In this paper we present an efficient and
novel algorithm for semiautomatically labelling contour maps
and for converting them to DEMs. The algorithm first
identifies point extrema which must be labelled by the user.
The point extrema are connected by a graph and the contour
lines crossed by edges are labelled automatically. We show
that ambiguities can exist for so-called line extrema. Our
algorithms will resolve ambiguous regions requiring a
minimal number of additional user inputs. We also present a
more efficient graph representation, which requires about
10-20% more user inputs than the optimal case. After the
contour lines are labelled, the contour map is triangulated
and the height value at each point of the DEM is computed
using a bilinear interpolation. The presented algorithm is
efficient, requires minimal user inputs, and produces good
quality DEMs. We present several examples, discuss its
suitability for different applications, and provide a complexity
analysis.



Measuring Visual Consistency in 3D Rendering
Systems

Alfredo Nantes, Ross Brown and Frederic Maire
(Tuesday 4:00pm, Z606)

One of the major challenges facing a present day game
development company is the removal of bugs from such
complex virtual environments. This work presents an
approach for measuring the correctness of synthetic scenes
generated by a rendering system of a 3D application, such as
a computer game. Our approach builds a database of labelled
point clouds representing the spatiotemporal colour
distribution for the objects present in a sequence of bug-free
frames. This is done by converting the position that the pixels
take over time into the 3D equivalent points with associated
colours. Once the space of labelled points is built, each new
image produced from the same game by any rendering
system can be analysed by measuring its visual inconsistency
in terms of distance from the database. Objects within the
scene can be relocated (manually or by the application
engine); yet the algorithm is able to perform the image
analysis in terms of the 3D structure and colour distribution
of samples on the surface of the object. We applied our
framework to the publicly available game RacingGame
developed for Microsoft® Xna®. Preliminary results show how
this approach can be used to detect a variety of visual
artifacts generated by the rendering system in a professional
quality game engine.

Fluid Dynamic Visualisations of Cuttings-Bleeding for
Virtual Reality Heart Beating Surgery Simulation

Sugeng Rianto and Ling Li
(Tuesday 4:30pm, Z606)

Visualisations and computations of a real time fluid dynamic
rendering have always been a fascinating research topic in
the field of computer graphics. However most existing virtual
realities surgery simulators tend to avoid the fluid dynamic
model involvement in their system. This is due to the fact
that real time fluid dynamic visualisation is computationally
expensive. The calculation may slow down the rendering time
and reduce force feedback interactions during simulations.
With the availability of high performance graphic hardware,
the improvement of visual quality and computational
accelerations become easier to achieve. In this paper, we
propose fast and efficient fluid dynamic visualisations for a
heart surgery simulation. The algorithm utilizes the GPUs
capable streaming computations to generate physically-
based computational fluid dynamic for bleeding in real time.
Our approach is based on the Navier-Stokes Equations that is
implemented on two-dimensional data structure which
stores height fields, blood quantity, and dissolving blood
velocities. We use the cubic interpolated propagation as a
fluid solver of blood movement. In this paper, the blood
flowing on the surface of a beating heart when the surgical
knife cut the heart muscle surface in a certain thickness. The
blood will move from the sources and follow the height map
of the heart surface. The comparison of the frame rates of
surgery simulation with and without fluid inclusion is
presented and proves that our approaches are effective

enough for evolving fluid dynamic visualisation during
surgical simulations.

Improved Consensus Clustering via Linear
Programming

Nicholas Downing, Peter J. Stuckey and Anthony Wirth
(Wednesday 9:00am, Z606)

We consider the problem of Consensus CLUSTERING. Given a
finite set of input clusterings over some data items, a
consensusclustering is a partitioning of the items which
matches as closely as possible the given input clusterings. The
best exact approach to tackling this problem is by modelling
it as a Boolean Integer Program (BIP). Unfortunately, the size
of the BIP grows cubically in the number of data items, hence
this method is applicable to only small sets of items. In this
paper we show how to tackle the problem progressively,
leading to much improved solution times and far less
memory usage than previously. For the case where
approximate clusterings are acceptable, we show a number
of heuristic techniques for extracting good clusterings from
the solutions of the linear relaxation of the BIP, and on
several very large data sets we demonstrate much higher
quality approximations than previously possible. When
optimal solutions are desired, the problem is much harder,
and we present some novel and existing techniques that can
assist in finding candidate answers and proving the optimality
thereof. For the first time we present optimal Consensus
Clusterings for several complete, albeit small, data sets.

Estimating Set Intersection using Small Samples

Henning Kéhler
(Wednesday 9:30am, Z606)

The similarity of two sets A, B can be measured by the size of
their intersection AZ B, relative to the size of A and B. The
classic measure here is resemblance or Jaccard similarity, but
other useful measures (e.g. subset containment) can be
derived from intersection size as well. For large and/or many
sets, exact computation of intersection size can be expensive
though, and requires transmitting entire sets if they are
distributed. For this reason a number of different sampling
techniques have been developed, which allow us to estimate
intersection size (and derived measures) efficiently from the
intersection size of smaller sample sets. However, while
existing estimation formulas are intuitive and unbiased, they
can be quite inaccurate when samples are small. We show
that by using more advanced estimation techniques, we can
significantly reduce sample sizes without compromising
accuracy, or conversely, obtain more accurate results from
the same samples.

A Batch Algorithm for Maintaining a Topological
Order

David J. Pearce and Paul H.J. Kelly
(Wednesday 10:00am, Z606)

The dynamic topological order problem is that of efficiently
updating a topological order after some edge(s) are inserted



into a graph. Much prior work exists on the unit-change
version of this problem, where the order is updated after
every single insertion. No previous (non-trivial) algorithms
are known for the batch version of the problem, where the
order is updated after every batch of insertions. We present
the first such algorithm. This requires O(min{k-(v+e),ve}) time
to process any sequence of k insertion batches. This is
achieved by only recomputing those region(s) of the order
affected by the inserted edges. In many cases, our algorithm
will only traverse small portions of the graph when
processing a batch. We empirically evaluate our algorithm
against previous algorithms for this problem, and find that it
performs well when the batch size is sufficiently large.

GeoWeight: Internet Host Geolocation Based on a
Probability Model for Latency Measurements

Mohammed Jubaer Arif, Shanika Karunasekera and Santosh
Kulkarni
(Thursday 9:00am, Z2606)

Knowing the geographical location of an Internet host is of
importance to many of today’s Internet services. In this paper
we focus on geolocating Internet hosts based purely on
latency measurements. Existing latency measurement-based
geolocation techniques use the observed latencies from
multiple landmarks to the target host to determine maximum
bound or both the maximum and minimum bounds of the
geographical region where the target host is located. Due to
the large variance of Internet latency measurements, the
region constrained based on such maximum-minimum
bounds tends to be relatively large resulting in large
estimation errors. We propose a geolocation algorithm,
GeoWeight, which improves the geolocation accuracy by
further limiting the possible target region by dividing the
constrained region to sub-regions of different weights. The
weight assigned to a sub-region indicates the probability of
the target being in that sub-region; a higher weight indicating
a more probable region. By considering latency
measurements from multiple landmarks and computing the
resultant weights of overlapping regions a better constrained
target region can be obtained. This paper presents the
GeoWeight algorithm and evaluates its performance using
both synthetic and real data by geolocating target hosts in
North America. We compare GeoWeight with two popular
geolocation techniques, Octant and CBG, by geolocating the
same set of targets. The results show that the GeoWeight
algorithm outperforms existing techniques.

Joined Q-ary Tree Anti-Collision for Massive Tag
Movement Distribution

Prapassara Pupunwiwat and Bela Stantic
(Thursday 9:30am, Z606)

Radio-Frequency Identification (RFID) systems consist of tags
and networked electromagnetic readers. Despite the
emergence of RFID technology, the problem of identifying
multiple tags, due to the Collisionsis still a major problem.
The problem can be solved by using anti-collision methods
such as ALOHAbased approaches and Treebased
approaches. ALOHA based approaches suffer from tag
starvation, which causes that not all tags can be identified.

The tree based approaches suffer from too long identification
delay caused by lengthy queries during identification process.
In this paper, we propose a tree-based anti-collision method
called “Joined Q-ary Tree”, which adaptively adjusts tree
branches according to tag movement behavior and number
of tags within an interrogation zone. In this empirical study,
we demonstrate that the proposed method is suitable for
numerous scenarios. It requires less queries issued per
complete identification than existing approaches while
ensuring identification of all tags within the interrogation
zone.

Structures in Collaborative Tagging: An Empirical
Analysis

Amin Fani Marvasti and David B. Skillicorn
(Thursday 10:00am, Z606)

It is widely believed that users choose meaningful tags; that
the combinations of these tags from multiple users helps to
elicit meaning for tagged objects; and that implicit
communities can be discovered among the users who use a
particular tag or tag a particular object. We examine data on
tagging practices from the Delicious web site
(delicious.com) and find that there is little support for any
of these beliefs. Although users individually do seem to have
a small set of tags that they use in a controlled and effective
way, they also use very large sets of other tags in a much
more haphazard way. These poorly managed tags obscure
much of the collective sense making and implicit community
structure. We derive some suggestions for improving
collaborative tagging systems.

Extended Boolean Retrieval for Systematic Biomedical
Reviews

Stefan Pohl, Justin Zobel and Alistair Moffat
(Thursday 1:30pm, Z606)

Searching for relevant documents is a laborious task involved
in preparing systematic reviews of biomedical literature.
Currently, complex Boolean queries are iteratively
developed, and then each document of the final query result
is assessed for relevance. However, the result set sizes of
these queries are hard to control, and in practice it is difficult
to balance the competing desires to keep result sets to a
manageable volume, and yet not exclude relevant documents
from consideration. Ranking overcomes these problems by
allowing the user to choose the number of documents to be
inspected. However, previous work did not show significant
improvements over the Boolean approach when ranked
keyword queries based on terms in the Boolean queries,
review title, research question or inclusion criteria were
used. The extended Boolean retrieval model also provides
ranked output, but existing complex Boolean queries can be
directly used as formal description of the complex
information needs occurring in this domain. In this paper we
show that extended Boolean retrieval is able to find a larger
quantity of relevant documents than previous approaches
when comparable (or greater) numbers of documents are
inspected for relevance.



Average Distance as a Predictor of Synchronisability in
Networks of Coupled Oscillators

Anthony H. Dekker
(Thursday 2:00pm, Z606)

The importance of networks of coupled oscillators is widely
recognized. Such networks occur in biological systems like
the heart, in chemical systems, in computational problems,
and in engineering systems. Systems of coupled oscillators
can also be used as an abstract model for synchronisation in
organisations. Here we show that synchronisability in a
specific coupled oscillator model, the Kuramoto model, is
best predicted using the average distance (or characteristic
path length) between nodes in the network. We do this by
simulating the Kuramoto dynamics on a collection of
networks of varying type, including Random, Small-World,
and Scale-Free networks. Furthermore, we show that, for
several real-world networks, a simple estimate based on the
average distance can predict the coupling required for
networks to synchronise within a threshold time.

Applying a Neural Network to Recover Missed RFID
Readings

Peter Darcy, Bela Stantic and Abdul Sattar
(Thursday 2:30pm, Z606)

Since the emergence of Radio Frequency Identification
technology (RFID), the community has been promised a cost
effective and efficient means of identifying and tracking large
sums of items with relative ease. Unfortunately, due to the
unreliable nature of the passive architecture, the RFID
revolution has been reduced to a fraction of its intended
audience due to anomalies such as missed readings. Previous
work within this field of study have focused on restoring the
data at the recording phase which we believe does not allow
enough evidence for consecutive missed readings to be
corrected. In this study, we propose a methodology of
intelligently imputing missing observations through the use
of an Artificial Neural Network (ANN) in a static environment.
Through experimentation, we discover the most effective
algorithm to train the network is via genetic training with a
high chromosome population. We also establish that the
ANN restores a cleaner data set than other intelligent
classifier methodologies in the majority of the test cases
especially when faced with large amounts of missing data.

Analysis of the Periodical Payment Framework using
Restricted Proxy Certificates

Grigori Goldman and Lawrie Brown
(Thursday 3:30pm, Z606)

This paper discusses the design and implementation of a
payment framework that is loosely based on the direct debit
payment model. We define such payments as one in which
customers can authorise merchants to bill them repeatedly
for the provision of some service without further interaction
with the customers being required. This paper aims to
present a first working prototype of our periodical payment
model, and to discuss its performance. Our model uses a

novel approach for implementing security by employing
X.509 restricted proxy certificates over Secure Socket Layer
(SSL) to provide authentication, authorisation and non-
repudiation services. Although the concept of electronic
payments is hardly new and there is a significant amount of
interest in improving its security model, most notably from
Visa and MasterCard, periodical payments have been
consistently overlooked by these industry heavyweights. As
of now this concept remains unexplored and the current
approaches for securing electronic transactions make it
impossible to accommodate this transaction format. The
work presented in this paper attempts to fill this niche by
developing a new payment specification and a fully working
prototype implementation addressing this issue.

Automated Functionality Testing through GUIs

Duc Hoai Nguyen, Paul Strooper and J6rn Guy SUR
(Thursday 4:00pm, Z606)

Model-based GUI testing (MGT) is emerging as a promising
approach for testing applications with a graphical user
interface (GUI). Currently, test models in MGT approaches
are close to the GUI implementation with limited ability to
represent abstract actions. This paper introduces the Action-
Event Framework (AEF), a MGT framework. This framework
helps testers abstract away from low-level details of the GUI
under test and generate test cases in a behaviour-oriented
way. In this framework, testers can perform both business
logic testing and GUI testing in a reusable manner. At the
core of AEF is a mapping language that allows test engineers
to map abstract actions to GUI implementations. The paper
proposes several coverage criteria based on links between
abstract actions and event sequences. Tool support is
provided for several steps of the framework. To evaluate AEF,
a case study on a task manager is conducted to determine
the time necessary to test the GUI, the types of defects that
can be detected, and the correlation between the proposed
coverage criteria and code coverage.

Improving End-User GUI Customization with
Transclusion

Lung-Chen Lee, Christof Lutteroth and Gerald Weber
(Thursday 4:30pm, Z606)

Usually the possibilities for end users to customize GUIs to
their requirements are limited. We present a GUI
specification and customization system, the Auckland
Interface Model (AIM), that represents GUIs as documents
that can be loaded, saved and changed by the end user
during runtime. GUI layout and GUI content can be
customized independently, and GUIs can be decomposed
using transclusion. In this paper, we explain why transclusion
is an important feature for GUI customization that does not
only facilitate the maintenance of a GUI, but also supports its
consistency and clarity. Transclusion makes it easier to reuse
GUI specifications, and support different customization
scopes. AIM was implemented on several platforms and
evaluated using the cognitive dimensions framework.



Australasian Database Conference (ADC 2010)

Keynote: Structured Data on the Web

Alon Halevy (Google)
(Tuesday 11:00am, Z411)

Though the World Wide Web is mostly known for its vast
collection of textual data, the Web also offers access to
millions of structured databases in almost every domain
imaginable. Leveraging these collections for better search
raises some significant challenges. In addition, the Web
enables novel opportunities for collaborative data creation,
management and analysis. In this talk | will describe some of
the projects at Google that address these challenges. In one
project we crawled the content of millions of databases
behind forms and now serve content from these databases to
over 1000 queries per second. In the second, | will describe
what can be done with a collection of 150 million high-quality
data tables, 5 orders of magnitude greater than any previous
collection ever managed. Finally, | will describe novel tools
for collaborative data creation and discussion.

Counting Distinct Objects over Sliding Windows

Wenjie Zhang, Ying Zhang, Muhammad Aamir Cheema and
Xuemin Lin
(Tuesday 1:30pm, M303)

Aggregation against distinct objects has been involved in
many real applications with the presence of duplicates,
including real-time monitoring moving objects. In this paper,
we investigate the problem of counting distinct objects over
sliding windows with arbitrary lengths. We present novel,
time and space efficient, one scan algorithms to continuously
maintain a sketch so that the counting can be approximately
conducted with a relative error guarantee epsilon in the
presence of object duplicates. Efficient query algorithms have
also been developed by effectively utilizing the skyband
property. Moreover, the proposed techniques may be
immediately applied to the range counting aggregation and
heavy hitter problem against distinct elements. A
comprehensive performance study demonstrates that our
algorithms can support real-time computation against high
speed data streams.

Tuning QoD in Stream Processing Engines

Mohamed A. Sharaf, Panos K. Chrysanthis and Alexandros
Labrinidis
(Tuesday 2:00pm, M303)

Quality of Service (QoS) and Quality of Data (QoD) are the
two major dimensions for evaluating any query processing
system. In the context of data stream management systems
(DSMSs), multi-query scheduling has been exploited to
improve QoS. In this paper, we are proposing to exploit query
scheduling to improve QoD in DSMSs. Specifically, we are
presenting a new policy for scheduling multiple continuous
queries with the objective of maximizing the freshness of the
output data streams and hence the QoD of such outputs. The
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proposed  Freshness-Aware  Scheduling of  Multiple
Continuous Queries (FAS-MCQ) policy decides the execution
order of continuous queries based on each query’s properties
(i.e., cost and selectivity) as well the properties of the input
update streams (i.e., variability of updates). Our experimental
results have shown that FAS-MCQ can improve QoD by up to
50% compared to existing scheduling policies used in DSMSs.
Finally, we propose and evaluate a parametrized version of
our FAS-MCQ scheduler that is able to balance the trade-off
between freshness and response time according to the
application’s requirements.

Dynamic Framed-Slot ALOHA Anti-Collision using
Precise Tag Estimation Scheme

Prapassara Pupunwiwat and Bela Stantic
(Tuesday 2:30pm, M303)

Radio Frequency Identification (RFID) technology uses radio-
frequency waves to automatically identify people or objects.
Despite an emergence of RFID technology, multiple tag
identification, where a reader identifies a multiple number of
tags in a very short time, is still a major problem. This is
known as Collision problem and can be solved by using anti-
collision scheme. The current tree-based anti-collision
approach suffers from long identification delay, while the
ALOHA-Based approach suffers from tag starvation problem
due to inaccurate Frame-size. In this paper, we propose a
“Precise Tag Estimation Scheme” for a Dynamic Framed-Slot
ALOHA (DFSA), which estimates precise number of tags
around the reader. In this empirical study, we compare our
approaches with the original tag estimation in DFSA. The
results indicate that the various parameters used by “Precise
Tag Estimation Scheme”, including empty slots variables
and/or collision slots variables, have an impact on system
efficiency. Thus, the number of frames and slots used by
DFSA can be minimised by adjusting correct variables.

Stock Risk Mining by News

Qi Pan, Hong Cheng, Di Wu, Jeffrey Xu Yu and Yiping Ke
(Tuesday 3:30pm, M303)

Due to the fast delivery of news articles by news providers on
the Internet and/or via news datafeeds, it becomes an
important research issue of predicting the risk of stocks by
utilizing such textual information available in addition to the
time series information. In the literature, the issue of
predicting stock price up/down trend based on news articles
has been studied. In this paper, we study a new problem
which is to predict the risk of stocks by their corresponding
news of companies. We discuss the unique challenges of
volatility prediction, volatility ranking and volatility index
construction. A new feature selection approach is proposed
to select bursty volatility features. Such selected features can
accurately represent/simulate volatility bursts. A volatility
prediction method is then proposed based on random walk
by considering both the direct impacts of bursty volatility
features on the stocks and the propagated impacts through
correlation between stocks. Finally, we construct a volatility



index, called VN-index, which is a time series of predicted
stock volatility. Moreover, stocks are ranked based on the
predicted volatility values. Such information provides
investors with knowledge on how widely a stock price is
dispersed from the average, as an important indicator of
stock risks in a stock market. We conducted extensive
experimental studies using real datasets and report our
findings in this paper.

EP-based Robust Weighting Scheme for Fuzzy SVMs

Shaoyi Zhang, Kotagiri Ramamohanarao and James C. Bezdek
(Tuesday 4:00pm, M303)

Support vector machine (SVM) classifiers represent one of
the most powerful and promising tools for solving
classification problems. In the past decade SVMs have been
shown to have excellent performance in the field of data
mining. The standard SVM classifier treats all instances
equally. However, in many applications we have different
levels of confidence in different instances that belong to a
particular class. Fuzzy SVMs have been used to recognize the
importance of each training instance. Although these
schemes are called fuzzy SVMs, they are basically trained by
weighted training instances. In this paper we propose a new
robust weighting scheme for the class memberships for fuzzy
SVM classifier. The weighting scheme is a sophisticated and
effective method for weighting the training instances which
makes use of highly discriminating patterns called emerging
patterns (EPs). Our experiments show that this new
weighting method has excellent performance and noise
tolerance compared to the weighting scheme previously
proposed.

Systematic Clustering Method for I-diversity Model

Md Enamul Kabir, Hua Wang, Elisa Bertino and Yunxiang Chi
(Tuesday 4:30pm, M303)

Nowadays privacy becomes a major concern and many
research efforts have been dedicated to the development of
privacy protecting technology. Anonymization techniques
provide an efficient approach to protect data privacy. We
recently proposed a systematic clustering method based on
k-anonymization technique that minimizes the information
loss and at the same time assures data quality. In this paper,
we extended our previous work on the systematic clustering
method to |-diversity model that assumes that every group of
indistinguishable records contains at least | distinct sensitive
attributes values. The proposed technique adopts to group
similar data together with |-diverse sensitive values and then
anonymizes each group individually. The structure of
systematic clustering problem for I-diversity model is defined,
investigated through paradigm and is implemented in two
steps, namely clustering step for k-anonymization and I-
diverse step. Finally, two algorithms of the proposed problem
in two steps are developed and shown that the time
complexity is in O(nz/k) in the first step, where n is the total
number of records containing individuals concerning their
privacy and Kk is the anonymity parameter for k-
anonymization.
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A Framework of Data Integration, Knowledge
Management and User Behaviour Modelling in
Diabetes-Related Healthcare Applications

Yanchun Zhang, Guandong Xu, Liping Wang and Kerry
Bennett
(Wednesday 9:00am, M303)

The last few decades, and the advent of database systems
and networking technologies, have seen huge volumes of
health data and medical knowledge becoming available
electronically for processing and analysis. In recent years, this
has been especially the case over the virtual cyberspace - the
Web — and has enabled access from all corners of the world.
The wide deployment of Hospital Information Management
Systems (HIMS) and Web-based client record programs (such
as Medical Director, as used predominantly by general
practitioners) has made it possible to record and disseminate
health information and to implement clinical practices,
including referrals, easily and globally. As such, health care
and medical service is becoming more data-intensive and, for
the most part, evidence-based because electronic health
records are used to track the health status and changes of
individuals, communities and populations; and to relate this
information to other data (e.g., socioeconomic indicators)
and to interventions. Australia has a relatively advanced
health computing and networking infrastructure that includes
high rates of internet connectivity between health service
providers, systems that promote electronic prescribing,
referrals and information sharing; and administrative data
collection units and services at national, state/territory and
regional levels. Data-centric health data and knowledge
management research and practice (Health Informatics is
thus a rapidly developing and progressive field.

Type 2 diabetes is the fastest growing chronic disease and of
the largest contributors to mortality in Australia. Certain
regions, particularly western metropolitan Melbourne, have
very high rates of diabetes. Research results from the health
field suggest that the rates of diabetes (particularly of the
‘lifesedg’l et yypei 2 di abetes)
have lower social health determinants (i.e., lower levels of
employment, education, income, etc.). Helping populations
with, or at high risk of, diabetes to gain understanding of the
disease, to make changes to their lifestyles, and to foster
their confidence in accessing or contributing to services - in a
manner that is inclusive, appropriate and flexible - is
emerging as an urgent call from individuals and communities
locally and nationally.

In this paper, we aim to address the challenges of integrating
and analysing diabetes-related measures from health and
other services; and of disseminating the resulting education,
advice and recommendation knowledge. We propose a
framework of data integration, knowledge management and
user behaviour modelling for complementing and improving
existing health care and service systems for diabetes. In
particular, we report on our development of a
comprehensive Web-based and knowledge-driven
information system that acts as an information and
communication hub on diabetes. This system provides a
consolidated research repository, a dynamic online and
mobile community, and strong information management
support to integrate and share information on diabetes. The



schematic system structure and functional components of
the framework will be presented and demonstrated.

An Analysis of Spreadsheet-Based Services Mashup

Dat Dac Hoang, Hye-young Paik and Boualem Benatallah
(Wednesday 10:00am, M303)

Spreadsheets, a popular productivity tool, has gained
attention as a potential mashup development environment
targeted towards end-users. In this paper, we present a
general architecture of mashup tools for spreadsheets. We
also present an analysis of the state-of-the art on
spreadsheet-based mashup tools. The analysis result is used
to guide our research in developing a lightweight semi-
automatic mashup tool using spreadsheet paradigm.

Scalable Online Index Construction with Multi-core
CPUs

Hiroyuki Yamada and Motomichi Toyama
(Wednesday 3:30pm, M303)

Inverted index is a core element of current text retrieval
systems. They can be dynamically constructed using online
indexing approaches in the environment which even a small
delay in timeliness cannot be tolerated, and the index must
always be queryable and up to date. Recently, efficient online
index construction schemes have been proposed, however,
previous works have not focused on scalability with the
modern commodity hardware resources such as multi-core
CPUs. In this paper, we propose a scalable online index
construction method that better utilizes multicore CPUs.
Using experiments on 30 GB of web data, we demonstrate
the efficiency of our method in practice, showing that it
dramatically reduces online index construction time without
sacrificing query performance.

A Quantum Interpretation of the View-Update
Problem

Christian Flender
(Wednesday 4:00pm, M303)

The ANSI-SPARC architecture was proposed as a hierarchical
model for the implementation of Database Management
Systems (DBMS). A separation of external user views and
shared base relations (conceptual schema) constitutes their
logical independence, i.e., external views are immune to
changes of the conceptual schema. Moreover, users can
customize their views independent of the conceptual
schema. However, all updates to a base relation should be
immediately reflected in all views that reference the base
relation. Vice versa, if a view is updated, then the underlying
base relation should reflect the change. Keeping views and
base relations in sync came to be known as the view-update
problem. This paper argues that view updates require the
user to cause a change. Prior to a view update user and view
are entangled. Entangled states cannot be reduced to factual
states of user and base relation. It will be shown that the
view-update problem arises due to a view update (causation)
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being irreducible to a functional mapping between base
relation and view (causality).

How Consistent Are Human Judgments of Whether an
Open Resource is Educational Material?

Michael C. Harris, James A. Thom and Falk Scholer
(Wednesday 4:30pm, M303)

Systems that filter web search results to return open
educational resources need evaluation. The Cranfield
method, which is widely used in information retrieval
evaluation, can be used as the basis of a model for evaluating
such systems. The Cranfield method requires a collection of
resources with associated judgments. In this paper, we
describe an experiment to collect judgments of whether
open resources are educational material. We show
experimentally that judges can agree on what resources are
educational material, even in the absence of an educational
context, and demonstrate that displaying the query used to
retrieve the resource makes a judge less likely to rate a
resource as educational.

Building a Dynamic Classifier for Large Text Data
Collections

Pavel Kalinov, Bela Stantic and Abdul Sattar
(Wednesday 5:00pm, M303)

Due to the lack of in-built tools to navigate the web, people
have to use external solutions to find information. The most
popular of these are search engines and web directories.
Search engines allow users to locate specific information
about a particular topic, whereas web directories facilitate
exploration over a wider topic. In the recent past, statistical
machine learning methods have been successfully exploited
in search engines. Web directories remained in their
primitive state, which resulted in their decline. Exploration
however is a task which answers a different information need
of the user and should not be neglected. Web directories
should provide a user experience of the same quality as
search engines. Their development by machine learning
methods however is hindered by the noisy nature of the web,
which makes text classifiers unreliable when applied to web
data. In this paper we propose Stochastic Prior Distribution
Adjustment (SPDA) - a variation of the Multinomial Naive
Bayes (MNB) classifier which makes it more suitable to
classify real-world data. By stochastically adjusting class prior
distributions we achieve a better overall success rate, but
more importantly we also significantly improve error
distribution across classes, making the classifier equally
reliable for all classes and therefore more usable.



Contrast pattern mining and its applications

Kotagiri Ramamohanarao
(Thursday 9:00am, M303)

The ability to distinguish, differentiate and contrast between
different data sets is a key objective in data mining. Such
ability can assist domain experts to understand their data,
and can help in building classification models. This
presentation will introduce the principal techniques for
contrasting data sets. It will also focus on some important
real world application areas that illustrate how mining
contrasts is advantageous.

Distributed Data Clustering in Multi-Dimensional
Peer-To-Peer Networks

Stefano Lodi, Gianluca Moro and Claudio Sartori
(Thursday 10:00am, M303)

Several algorithms have been recently developed for
distributed data clustering, which are applied when data
cannot be concentrated on a single machine, for instance
because of privacy reasons or due to network bandwidth
limitations, or because of the huge amount of distributed
data. Deployed and research Peer-to-Peer systems have
proven to be able to manage very large databases made up
by thousands of personal computers resulting in a concrete
solutions for the forthcoming new distributed database
systems to be used in large grid computing networks and in
clustering  database management systems. Current
distributed data clustering algorithms cannot be applied to
such kind of networks because they expect data be organized
according to traditional distributed database management
systems where the distribution of the relational schema is
planned a-priori in the design phase. In this paper we
describe methods to cluster distributed data across peer-to-
peer networks without requiring any costly reorganization of
data, which would be infeasible in such a large and dynamic
overlay networks, and without reducing their performance in
message routing and query processing. We compare the data
clustering quality and efficiency of three multi-dimensional
peer-to-peer systems according to two well-known clustering
techniques.

Efficient Best Path Monitoring in Road Networks For
Instant Local Traffic Information

Shuo Shang, Ke Deng and Kai Zheng
(Thursday 1:30pm, M303)

The shortest path problem has been well studied previously.
To improve the utility, the traffic conditions can be modeled
to associate a weight to each road segment. The recent trend
is to apply data mining techniques over use history which
usually covers a long period of time such as months.
However, this method fails to reflect the instant (i.e.
temporary) traffic conditions change such as traffic accident
or road work. Due to the temporary nature, the local instant
traffic conditions makes more sense when an object is
moving in road networks. In this work, we investigate the
shortest path monitoring problem while the instant traffic
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conditions in local region update repeatedly around a moving
object to a given destination. A simple way is to apply A*
algorithm repeatedly. However, the weakness is obvious.
Because only a small fraction, i.e. the local area, of the whole
networks have changed and the other parts keep intact. That
means, for many vertices, that their paths (or the lower
bounds of their paths) to the destination are still valid. This
motivates us to maintain these information and reuse in the
following computations. Our method is based on two tree
structures where one records the previous computing results
and the other aims to reduce the search space of subsequent
processing. The experiments over real data set demonstrate
an improvement of processing efficiency by one degree of
magnitude at a small memory cost. In addition, the tree can
be shared when monitoring the shortest paths for several
moving objects to the same destination.

Recursive Partitioning Method for Trajectory Indexing

Elizabeth Antoine, Kotagiri Ramamohanarao, Jie Shao and Rui
Zhang
(Thursday 2:00pm, M303)

A trajectory is defined as the record of time-varying spatial
phenomenon. The trajectory database is an important
research area that has received a lot of interest in the last
decade, with the objective of trajectory databases being to
extend existing database technology to support the
representation and querying of moving objects and their
trajectories. Querying in trajectory databases can be very
expensive due to the nature of the data and the complexity
of the query processing algorithms. Given also that location-
aware devices, like the GPS, are present everywhere these
days, trajectory databases will soon face an enormous
amount of data. Consequently the performance in the
presence of a vast amount of data will be a significant
problem and efficient indexing schemes are required to
support both updates and searches efficiently. This paper
provides the methodology for using the recursive partitioning
technique for indexing trajectories in the unrestricted space,
which is called the Recursively Partitioned Trajectory Index
(RPTI). RPTI uses the two-level indexing structure, as does the
state of art indexing scheme, SETI, and maintains separate
indices for the space and time dimensions. We present the
algorithms for constructing the RPTI and the algorithms for
updates that include insertion and deletion. We also provide
the results of the experimental study on the RPTI and have
demonstrated that RPTI is better than SETI in handling
trajectory-based queries and is competitive with SETI in
handling coordinate-based queries. The structure of RPTI can
be easily implemented by using any of the existing spatial
indexing structures. The only design parameters required are
the standard disk page size and maximum level of recursive
partitioning.



A Real Time Hybrid Pattern Matching Scheme for
Stock Time Series

Zhe Zhang, Jian Jiang, Xiaoyan Liu, Ricky Lau, Huaiging Wang
and Rui Zhang
(Thursday 2:30pm, M303)

Pattern matching in stock time series is an active research
area in data mining. We propose a new real-time hybrid
pattern-matching algorithm in this paper. The algorithm is
based on the Spearman’s rank correlation, rule sets and
sliding window. The concept of sliding windows enables
patterns matching to be performed only based on
subsequence of stock data which are freshly received.
Therefore the proposed algorithm can be applied in real-time
application and processing time can be reduced. Spearman’s
rank correlation coefficient is used to classify the preferred
patterns effectively and efficiently first and use the rule sets
to provide further ability for describing the query patterns so
that is more effective, sensitive and constrainable in
distinguishing individual patterns. Encouraging experiment is
reported from the tests that the proposed scheme
outperforms the other methods both effectively and
efficiently, especially in differentiating the special preferred
stock patterns or even distorted patterns.

Towards Unifying Advances in Twig Join Algorithms

Nils Grimsmo and Truls A. Bjgrklund
(Thursday 3:30pm, M303)

Twig joins are key building blocks in current XML indexing
systems, and numerous algorithms and useful data structures
have been introduced. We give a structured, qualitative
analysis of recent advances, which leads to the identification
of a number of opportunities for further improvements.
Cases where combining competing or orthogonal techniques
would be advantageous are highlighted, such as algorithms
avoiding redundant computations and schemes for cheaper
intermediate result management. We propose some direct
improvements over existing solutions, such as reduced
memory usage and stronger filters for bottom-up algorithms.
In addition we identify cases where previous work has been
overlooked or not used to its full potential, such as for virtual
streams, or the benefits of previous techniques have been
underestimated, such as for skipping joins. Using the
identified opportunities as a guide for future work, we are
hopefully one step closer to unification of many advances in
twig join algorithms.

Exploit Keyword Query Semantics and Structure of
Data for Effective XML Keyword Search

Khanh Nguyen and Jinli Cao
(Thursday 4:00pm, M303)

Keyword search is a natural and user-friendly mechanism for
querying XML data in information systems and Web based
applications. One of the key tasks is to identify and return
meaningful fragments as results, due to the limited
expressiveness and the ambiguity of keyword queries. In this
paper, we first studied query keyword patterns in order to
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exploit the wuser’s search intention behind the input
keywords. The outcome of this task is that keywords in the
query are classified as required information and search
conditions (or predicates). In addition, unlike previous work
that our work only returns desired fragments as results. Each
returned result must satisfy the search conditions rather than
simply contain all query keywords. To further prune
irrelevant fragments we introduce a novel notion called
Relevant Lowest Common Ancestor (RLCA) which effectively
and precisely captures the meaningful and relevant
fragments to the given keyword query. We conducted
extensive experimental studies to prove the effectiveness of
our approach.

Privacy-Aware Access Control in XML Databases

Anders H. Landberg, J. Wenny Rahayu and Eric Pardede
(Thursday 4:30pm, M303)

With the growing use of XML for data transfer and data
storage across the web, securing XML documents has
become an important issue. The XML privacy and data access
control issues are especially significant in XML data
repositories because they typically store large collections of
highly sensitive business data, health information, etc.
Protecting privacy by only restricting access to individual
nodes in the XML document tree is not sufficient, as
combinations of nodes and aggregations thereof can lead to
disclosure of sensitive information. Moreover, a mechanism
is required to cope with such combined data privacy levels, as
they must be validated on query-time. Extending from XML
access control models, this paper proposes a privacy-aware
access control model for XML with composite security levels,
which adds a further level of fine-granularity to existing
approaches. In order to enforce these composite security
levels, we then introduce a methodology based on path-
triggers. Finally, we evaluate the performance of our new
approach using three different implementation techniques.

Optimizing XML Data with View Fragments

Jun Liu, Mark Roantree and Zohra Bellahsene
(Thursday 5:00pm, M303)

As web-based applications and data continue to grow, large
caches of XML data will result in many application domains.
In sensor web applications, there are continuous streams of
sensor data being generated, converted to XML and stored
for domain queries and data mining purposes. The main
problem with these XML caches is that existing XML database
queries are very slow, especially for large databases or those
with complex structures. In this work we propose a view-
based system to XML optimization where the most popular
or well-chosen queries are materialized and fragmented to
greatly improve the performance of all XML queries.



Australasian Information Security Conference (AISC 2010)

Information Sharing in the 21st century: Progress and
Challenges

Ed Dawson, Jason Reid, Farzad Salim and Mark Burdon
(Tuesday 1:30pm, Z607)

With the increasing threat of cyber and other attacks on
critical infrastructure, federal governments throughout the
world have been organizing industry to share information on
possible threats. In Australia the Office of the Attorney
General has formed Trusted Information Sharing Networks
(TISN) for the various critical industries such as banking and
electricity. Currently the majority of information for a TISN is
shared at physical meetings. To meet cyber threats there are
clearly limitations to physical meetings. Many of these
limitations can be overcome by the creation of a virtual
information sharing network (VISN). However there are many
challenges to overcome in the design of a VISN both from a
policy and technical viewpoint. We shall discuss some of
these challenges in this talk.

Secure Coprocessor-based Private Information
Retrieval without Periodical Preprocessing

Peishun Wang, Huaxiong Wang and Josef Pieprzyk
(Wednesday 9:00am, Z2607)

Early works on Private Information Retrieval (PIR) focused on
minimizing the necessary communication overhead. They
seemed to achieve this goal but at the expense of query
response time. To mitigate this weakness, protocols with
secure coprocessors were introduced. They achieve optimal
communication complexity and better online processing
complexity. Unfortunately, all secure coprocessor-based PIR
protocols require heavy periodical preprocessing. In this
paper, we propose a new protocol, which is free from the
periodical preprocessing while offering the optimal
communication complexity and almost optimal online
processing complexity. The proposed protocol is proven to be
secure.
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Reconstruction of Falsified Computer Logs for Digital
Forensics Investigations

Maolin Tang and Colin Fidge
(Wednesday 9:30am, Z607)

Digital forensics investigations aim to find evidence that helps
confirm or disprove a hypothesis about an alleged computer-
based crime. However, the ease with which computer-
literate criminals can falsify computer event logs makes the
prosecutor’s job highly challenging. Given a log which is
suspected to have been falsified or tampered with, a
prosecutor is obliged to provide a convincing explanation for
how the log may have been created. Here we focus on
showing how a suspect computer event log can be
transformed into a hypothesised actual sequence of events,
consistent with independent, trusted sources of event
orderings. We present two algorithms which allow the effort
involved in falsifying logs to be quantified, as a function of
the number of ‘moves’ required to transform the suspect log
into the hypothesised one, thus allowing a prosecutor to
assess the likelihood of a particular falsification scenario. The
first algorithm always produces an optimal solution but, for
reasons of efficiency, is suitable for short event logs only. To
deal with the massive amount of data typically found in
computer event logs, we also present a second heuristic
algorithm which is considerably more efficient but may not
always generate an optimal outcome.

Advantages and vulnerabilities of pull-based email-
delivery

Natascha Chrobok, Andrew Trotman and Richard O’Keefe
(Wednesday 10:00am, 2607)

Over the last decade spam has become a serious problem to
email-users all over the world. Most of the daily email-traffic
consists of this unwanted spam. There are various methods
that have been proposed to fight spam, from IP-based
blocking to filtering incoming email-messages. However it
seems that it is impossible to overcome this problem as the
number of email-messages that are considered spam is
increasing. But maybe these techniques target the problem
at the wrong side: it is the email-delivery protocol itself that
fosters the existence of spam. What once was created to
make internet-mail communication as easy and as reliable as
possible became abused by modern day spammers. This
paper proposes a different approach: instead of accepting all
messages unquestioned it introduces a way to empower the
receiver by giving him the control to decide if he wants to
receive a message or not. By extending SMTP to pull
messages instead of receiving them an attempt to stem the
flood of spam is made. The pull-based approach works
without involvement of the end-users. However this new
system does not come without a price: it opens the
possibility of a distributed denial of service (DDOS)-attacks
against legitimate mail-transfer agents. This vulnerability and
possible ways to overcome it are also discussed in this paper.



An Administrative Model for UCON sgc

Farzad Salim, Jason Reid and Ed Dawson
(Wednesday 1:30pm, Z2607)

UCON,gc is an emerging access control framework that lacks
an administration model. In this paper we define the problem
of administration and propose a novel administrative model.
At the core of this model is the concept of attribute, which is
also the central component of UCONpge. In our model,
attributes are created by the assertions of subjects, which
ascribe properties/rights to other subjects or objects.
Through such a treatment of attributes, administration
capabilities can be delegated from one subject to another
and as a consequence UCONgc is improved in three aspects.
First, immutable attributes that are currently considered as
external to the model can be incorporated and thereby
treated as mutable attributes. Second, the current arbitrary
categorisation of users (as modifiers of attributes), to system
and administrator can be removed. Attributes and objects
are only modifiable by those who possess administration
capability over them. Third, the delegation of administration
over objects and properties that is not currently expressible
in UCONgc is made possible.

Impeding CAPTCHA Breakers with Visual Decryption

Simon R. Lang and Neville Williams
(Wednesday 2:00pm, Z607)

Abuse of free Internet resources and services from false
account creation, to spam, to identity theft, excessive
bandwidth usage, or even vote stuffing online polls is a big
problem. The Completely Automatic Public Turing Test to tell
Computers and Humans Apart (CAPTCHA) controls access to
resources but automated systems are increasingly adept at
overcoming them. In this paper a method of access control is
introduced as an extra layer of security on top of existing
CAPTCHA implementations. It uses visual encryption to
encrypt images, which are presented to clients like a
CAPTCHA. Its purpose is to compress many sub-images into a
small image format that humans can decode visually but is
hard for automated systems due to decrypting overhead, and
having to process more images to find the hidden image. This
paper introduces visual encryption as a viable method to
encrypt CAPTCHAs, and tests a prototype to measure how
efficiently users can find them. It also measures whether this
method could impede a real CAPTCHA breaker. Results show
humans detect images within 16-33 seconds, and deciphering
images is almost 100%. Estimates on CAPTCHA breaking
benchmarks show automated systems would be slowed
significantly, even assuming the image is found and decoded.
As sub-images increase, humans can process the visually
encrypted images faster than automated systems can.
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Information security culture: A Behaviour Compliance
Conceptual Framework

Salahuddin Alfawaz, Karen Nelson and Kavoos Mohannak
(Wednesday 2:30pm, Z607)

Understanding the complex dynamic and uncertain
characteristics of organisational employees who perform
authorised or unauthorised information security activities is
deemed to be a very important and challenging task. This
paper presents a conceptual framework for classifying and
organising the characteristics of organisational subjects
involved in these information security practices. Our
framework expands the traditional Human Behaviour and the
Social Environment perspectives used in social work by
identifying how knowledge, skills and individual preferences
work to influence individual and group practices with respect
to information security management. The classification of
concepts and characteristics in the framework arises from a
review of recent literature and is underpinned by theoretical
models that explain these concepts and characteristics.
Further, based upon an exploratory study of three case
organisations in Saudi Arabia involving extensive interviews
with senior managers, department managers, IT managers,
information security officers, and IT staff; this article
describes observed information security practices and
identifies several factors which appear to be particularly
important in influencing information security behaviour.
These factors include values associated with national and
organisational culture and how they manifest in practice, and
activities related to information security management.

Multi-Factor Password-Authenticated Key Exchange

Douglas Stebila, Poornaprajna Udupi and Sheueling Chang
(Wednesday 3:30pm, 2607)

We consider a new form of authenticated key exchange
which we call multi-factor password-authenticated key
exchange, where session establishment depends on
successful authentication of multiple short secrets that are
complementary in nature, such as a long-term password and
a one-time response, allowing the client and server to be
mutually assured of each other’s identity without directly
disclosing private information to the other party. Multi-factor
authentication can provide an enhanced level of assurance in
higher-security scenarios such as online banking, virtual
private network access, and physical access because a multi-
factor protocol is designed to remain secure even if all but
one of the factors has been compromised. We introduce a
security model for multi-factor password-authenticated key
exchange protocols, propose an efficient and secure protocol
called MFPAK, and provide a security argument to show that
our protocol is secure in this model. Our security model is an
extension of the Bellare-Pointcheval-Rogaway security model
for password-authenticated key exchange and
accommodates an arbitrary number of symmetric and
asymmetric authentication factors.



An Analysis of the RC4 Family of Stream Ciphers
against Algebraic Attacks

Kenneth Koon-Ho Wong, Gary Carter and Ed Dawson
(Wednesday 4:00pm, Z2607)

To date, most applications of algebraic analysis and attacks
on stream ciphers are on those based on linear feedback shift
registers (LFSRs). In this paper, we extend algebraic analysis
to non-LFSR based stream ciphers. Specifically, we perform
an algebraic analysis on the RC4 family of stream ciphers, an
example of stream ciphers based on dynamic tables, and
investigate its implications to potential algebraic attacks on
the cipher. This is, to our knowledge, the first paper that
evaluates the security of RC4 against algebraic attacks
through providing a full set of equations that describe the
complex word manipulations in the system. For an arbitrary
word size, we derive algebraic representations for the three
main operations used in RC4, namely state extraction, word
addition and state permutation. Equations relating the
internal states and keystream of RC4 are then obtained from
each component of the cipher based on these algebraic
representations, and analysed in terms of their contributions
to the security of RC4 against algebraic attacks. Interestingly,
it is shown that each of the three main operations contained
in the components has its own unique algebraic properties,
and when their respective equations are combined, the
resulting system becomes infeasible to solve. This results in a
high level of security being achieved by RC4 against algebraic
attacks. On the other hand, the removal of an operation from
the cipher could compromise this security. Experiments on
reduced versions of RC4 have been performed, which
confirms the validity of our algebraic analysis and the
conclusion that the full RC4 stream cipher seems to be
immune to algebraic attacks at present.

Certificateless Key Agreement in the Standard Model

Georg Lippold and Juan Gonzalez Nieto
(Wednesday 4:30pm, Z2607)

We show how to construct a certificateless key agreement
protocol from the certificateless key encapsulation
mechanism introduced by Lippold et al. (2009a) in ICISC 2009
using the Boyd et al. (2008) protocol from ACISP 2008. We
introduce the Canetti-Krawczyk (CK) model for certificateless
cryptography, give security notions for Type | and Type Il
adversaries in the CK model, and highlight the differences to
the existing e’CK model discussed by Lippold et al. (2009b).
The resulting CK model is more relaxed thus giving more
power to the adversary than the original CK model.
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Combinatorial Multicollision Attacks on Generalized
Iterated Hash Functions

Kimmo Halunen, Juha Kortelainen and Tuomas Kortelainen
(Wednesday 5:00pm, Z607)

We develop a word combinatorial approach to multi-
collisions in generalized iterated hash functions. The work
rests on the notable discoveries of A. Joux and on
generalizations provided by M. Nandi and D. Stinson as well
as J. Hoch and A. Shamir. New results and improvements to
some previously published ones are produced. We also wish
to unify the diverse notations and bring the results together
by applying concepts of combinatorics on words. A
multicollision attack method informally described by Hoch
and Shamir is presented as a statistical procedure and
analyzed in detail.



Asia-Pacific Conference on Conceptual Modelling (APCCM)

A conceptually rich model of business process
compliance

Guido Governatori
(Tuesday 1:30pm, M306)

Hetero-Homogeneous Hierarchies in Data
Warehouses

Bernd Neumayr, Michael Schrefl and Bernhard Thalheim
(Tuesday 2:30pm, M306)

Data Warehouses facilitate multi-dimensional analysis of data
from various data sources. While the original data sources
are often heterogeneous, current modeling and
implementation techniques discard and, thus, cannot exploit
these heterogeneities. In this paper we introduce Hetero-
Homogeneous Hierarchies to model dimension hierarchies
and cubes with inherent heterogeneities. Hetero-
homogeneous hierarchies are hierarchies that are
heterogeneous in regard to the schema of sub-hierarchies
and homogeneous in regard to a minimal common schema
shared by all sub-hierarchies. Sub-dimension-hierarchies can
be specialized to contain additional levels and additional non-
dimensional attributes. Sub-cubes can be specialized towards
additional measures, more fine-grained facts, and differing
units of measure. We show how scale differences and
conflicts due to multi-dimensional inheritance can be avoided
and solved. We provide a formal definition of our approach
together with a query/cube algebra.

Conceptual modeling of laboratory information
management systems

Sven Hartmann
(Tuesday 3:30pm, M306)

A Conceptual Modeling Approach for Web Service
Composition Supporting Service Re-Configuration

Georg Grossmann, Michael Schrefl and Markus Stumptner
(Tuesday 4:30pm, M306)

Service composition is a recent field that has seen a flurry of
different approaches proposed towards the goal of flexible
distributed heterogeneous interoperation of software
systems, usually based on the expectation that such systems
must be derived from higher level models rather than be
coded at low level. We propose a conceptual modelling
approach for the composition of service processes into a task
workflow and its dynamic adaption to changes during
runtime. The contribution of the paper is twofold. Firstly, our
approach improves on existing approaches by the separation
of configuration into service configuration and service
instance configuration which reduces the reconfiguration
cycles in case of changes and secondly, we describe a
comprehensive modelling concept that combines existing
dynamic composition techniques in a novel way.
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Towards A Comprehensive Requirements Architecture
For Privacy-Aware Social Recommender Systems

Shan Chen and Mary-Anne Williams
(Wednesday 1:30pm, M303)

Social recommendations have been rapidly adopted as
important components in social network sites. However, they
assume a cooperative relationship between parties involved.
This assumption can lead to the creation of privacy issues and
new opportunities for privacy infringements. Traditional
recommendation techniques fail to address these issues, and
as a consequence the development of privacy-aware
cooperative social recommender systems give rise to an
important research gap. In this paper we identify key
problems that arise from the privacy dimension of social
recommendations and propose a comprehensive
requirements architecture for building privacy-aware
cooperative social recommender systems.

A Researcher Expertise Search System using Ontology-
Based Data Mining

Ravikarn Punnarut and Gridaphat Sriharee
(Wednesday 2:00pm, M303)

This paper proposes an approach to discover the expertise of
researchers using data mining with skill classification
ontology. The skill classification ontology is an information
model containing skills of doing research in the area of
computer and information science. A methodology to build
the ontology is presented. The expertise search system is
developed, which uses the skill classification ontology,
researcher profiles and research profiles in the retrieving
process. These profiles and ontology are expressed by OWL.
Also, the matching and ranking processes are proposed and
these follow semantic-based matching. We explored the
evaluation of the retrieving process and the result shows that
the proposed approach enables the expertise search system
to be efficient regarding accuracy.



Conceptual Modelling in 3D Virtual Worlds for Process
Communication

Ross A. Brown
(Wednesday 2:30pm, M303)

Traditionally, conceptual modelling of business processes
involves the use of visual grammars for the representation of,
amongst other things, activities, choices and events. These
grammars, while very useful for experts, are difficult to
understand by naive stakeholders. Annotations of such
process models have been developed to assist in
understanding aspects of these grammars via map-based
approaches, and further work has looked at forms of 3D
conceptual models. However, no one has sought to embed
the conceptual models into a fully featured 3D world, using
the spatial annotations to explicate the underlying model
clearly. In this paper, we present an approach to conceptual
process model visualisation that enhances a 3D virtual world
with annotations representing process constructs, facilitating
insight into the developed model. We then present a
prototype implementation of 3D Virtual BPMN Editor that
embeds BPMN process models into a 3D world. We show
how this gives extra support for tasks performed by the
conceptual modeller, providing better process model
communication to stakeholders.

The E-Decisional Community: An Integrated
Knowledge Sharing Platform

Leonardo Mancilla-Amaya, Cesar Sanin and Edward
Szczerbicki
(Thursday 9:00am, M306)

Knowledge Management (KM) has become a key success
factor in diverse fields, given the importance of knowledge as
a significant organizational asset. In order to solve problems
and support complex decision-making processes, knowledge
and experience have to be transmitted across individuals,
business units and organizations. Thus, Knowledge Sharing
(KS) can be considered as the basic element of any
knowledge oriented process: KS fosters collaboration in
complex environments, and facilitates experiential
knowledge discovery, distribution and use. This paper
presents a proposal for the development of a Community of
Practice (CoP) called the E-Decisional Community. This
community uses a domain-independent knowledge
representation called Set of Experience Knowledge Structure
(SOEKS), and captures the decisional fingerprint inside
organizations using Decisional DNA. It is based on principles
from different technologies namely Software Agents, Grid
and Cloud computing, in order to provide an autonomous,
intelligent and coordinated large scale KS environment. The
E-Decisional Community biggest concern is to promote
experiential knowledge evolution and sharing through
generations of decision makers, aiming at the creation of a
marketplace where knowledge is provided as a service.
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Business Modeling for Service Descriptions: A Meta
Model and a UML Profile

Gregor Scheithauer and Guido Wirtz
(Thursday 9:30am, M306)

The evolution of service-oriented architectures toward
market places for business services in the Internet, raises the
need for rich service descriptions with respect to service
proposition and service discovery. Service providers face the
challenge of business oriented development of service
descriptions for there is no conceptual formalism, a wide
range and overlapping IT standards, and low alignment
between business and IT. This paper reports from a research
project which develops a service description method that
allows documenting, communicating, and reasoning about
service descriptions on various levels depending on intention
and abstraction. It introduces the concepts of service market
places, offers a business service meta model, and shows a
valid UML Profile for it. Furthermore, a case study in the IT
outsourcing domain demonstrates the strengths and
weaknesses of this approach.

Metric of Intrinsic Information Content for Measuring
Semantic Similarity in an Ontology

Md. Hanif Seddiqui and Masaki Aono
(Thursday 10:00am, M306)

Measuring information content (IC) from the intrinsic
information of an ontology is an important however a
formidable task. IC is useful for further measurement of the
semantic similarity. Although the state-of-art metrics
measure IC, they deal with external knowledge base or
intrinsic hyponymy relations only. A current complex form of
ontology conceptualizes a class (also often called as a
concept) explicitly with the help of the hyponymy classes and
the asserted relations and restrictions. Therefore, we
propose a modified metric for measuring IC intrinsically
taking both the concept-to-concept and the concept-to-
property relations. We evaluate our system theoretically and
with experimental data. Our evaluation shows the
effectiveness of our modified metric for extracting intrinsic
information content to measure semantic similarity among
concepts in an ontology.



Australasian User Interface Conference (AUIC 2010)

The Effect of User Interface Delay in Thin Client
Mobile Games

Vipul Delwadia, Stuart Marshall and lan Welch
(Wednesday 9:30am, M306)

Thin-client computing may be a solution to such problems as
providing sophisticated applications on devices with low
computational power, or providing reasonable access to
digital artifacts whose distribution the copyright owner still
wishes to protect. However, certain application domains
have tight constraints around user interface response times,
and the network aspect of thin-client computing may cause
issues in this regard. We have conducted an experiment to
identify how various delays added to mobile games affect
p | a yperforsnance and perceptions of the gameplay. By
studying the effects of these delays, we aim to identify time-
based performance parameters within which our future thin-
client computing systems should work if they are to support
all application domains.

A Comparative Evaluation of Annotation Software for
Grading Programming Assignments

Beryl Plimmer
(Wednesday 10:00am, M306)

Commenting on a student’s computer program with red pen
ink annotations is not possible with current software and
paper program ‘listings’ are a relic of a bygone era. Yet ink
annotations are the easiest way to provide rich feedback to
the student. We have developed and evaluated Penmarked
as a software solution to this problem. It supports free-form
ink annotations and, importantly, associated marking tasks of
gathering and returning assignments and recording grades.
The evaluation against paper and digital marking systems
showed it to be faster and more effective. From a wider
perspective Penmarked demonstrates the intricacies of
providing totally paperless environment.
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Keynote: Revisiting the Human as an
Information Processor

Andy Cockburn
(Wednesday 11:00am, Z411)

In their seminal 1983 book ‘The Psychology of Human-
Computer Interaction’, Card, Newell and Moran (ACM
Fellows and Turing Award winners) introduced ‘the model
human information-processor’. This model equipped
interface designers with strong theoretical tools to predict
human interface performance without the demands of
implementation and evaluation. In the quarter century since
then, human-computer interaction research has been
extremely successful in transitioning research ideas to
commercial deployment, yet interface design remains
something of an art that is dependent on time-consuming
iterations of design, implement, and evaluate. Theoretical
models of human performance are rarely used despite their
potential. In this presentation | will describe several of our
recent projects seeking to improve the efficiency of everyday
activities in computer use, including scrolling, text messaging,
window switching, and navigating through menu and file
structures. The overriding theme, however, is on using
theoretical human performance models to inform design,
explain and predict performance, and to generalise results
obtained. Ultimately, the objective is to give all computer
science graduates the equivalent of a ‘Big O’ complexity
theory for user interfaces that allows them to design with
assurance.

Presenting Query Aspects to Support Exploratory
Search

Mingfang Wu, Andrew Turpin, Simon J. Puglisi, Falk Scholer
and James A. Thom
(Wednesday 1:30pm, M306)

Successful information search requires a joint effort from
both syntactic matching provided by current search engines
and semantic matching performed by human users. Word-
based syntactic matching schemes work well for tasks such as
homepage finding or fact finding, but they are less effective
in supporting exploratory search tasks such as learning and
investigation. One way to overcome this limitation of
syntactic matching is to capture the search journeys of other
users with semantically related queries, and use them as a
roadmap to guide exploratory search. This paper presents
our investigation on the utilization of query semantics
derived from query logs, to 1) increase the diversity of a
search result; and 2) devise new interfaces that display a
search result to support exploratory search. We conducted a
user study to evaluate our initial interface prototypes. The
evaluation shows that, with the interface that explicitly
supports their task, subjects acquire more knowledge and are
more confident about their task completeness. The
differences between subjects’ preferences suggest that we
may need to provide a range of interfaces that can not only
support users’ search tasks, but also suit their personal styles.



Usability of Navigation Tools for Browsing Genetic
Sequences

Paul Rutherford, Walt Abell, Clare Churcher, Alan McKinnon
and John McCallum
(Wednesday 2:00pm, M306)

Software to display DNA sequences is a crucial tool for
bioinformatics research. This study examined techniques for
navigating large DNA sequences via panning and zooming.
This involved surveying the navigation facilities of current
bioinformatics applications and performing a heuristic
analysis on the most common interface controls found.
Several prototypes for sequence navigation via panning and
zooming were then developed and usability trials carried out,
getting users to perform common sequence navigation tasks
using the prototypes. The Cdhnected View” design was
found to be most usable for panning while the zooming
results were less clear. The outcomes of this type of research
can help improve bioinformatics applications so that will be
more usable by the target research users.

Visualisation Tools for Exploring the Uncertainty-Risk
Relationship in the Decision-Making Process: A
Preliminary Empirical Evaluation

Mohammad Daradkeh, Alan McKinnon and Clare Churcher
(Wednesday 2:30pm, M306)

Models play an important part in the decision-making
process. However, due to uncertainty in a model’s input
variables, making decisions involves a degree of risk. We have
developed two visualization prototypes for exploring the
influence of uncertainty in the values of the input variables
on the risk associated with the decision-making. The first
prototype is the interactive tornado diagram, which is
considered as an extension to the static tornado diagram.
The second prototype is the Uncertainty Influence Explorer
(UIExplorer). This paper presents and discusses the results of
an experiment conducted to assess the efficacy of these
prototypes and compare their ability to help people answer
meaningful questions related to the risk associated with
decision-making. The results show that participants using
UlExplorer performed better in terms of accuracy and time
taken to complete the questions. Also, they found it easier to
use and had higher confidence in the decisions being made.

iAnnotate: Exploring Multi-User Ink Annotation in
Web Browsers

Beryl Plimmer, Samuel Hsiao-Heng Chang, Meghavi Doshi,
Laura Laycock and Nilanthi Seneviratne
(Thursday 1:30pm, Z607)

We present iAnnotate, a tool that provides multi-user digital
ink annotation on standard web pages within a commercial
browser. The annotation can be saved, retrieved and shared
with others via a URL. In addition multiple users’ annotations
can be displayed on the same page. We describe our design
goals and the technical challenges. While realizing annotation
on web documents is difficult because of the dynamic nature
of the documents and the security constraints of web
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browsers, our user evaluation suggests that fully realized
digital ink annotation tools would be very valuable.

Life-Sketch - A Framework for Sketch-Based Modelling
and Animation of 3D Objects

Rong Yang and Burkhard C. Wiinsche
(Thursday 2:00pm, Z607)

The design and animation of digital 3D models is an essential
task for many applications in science, engineering, education,
medicine and arts. In many instances only an approximate
representation is required and a simple and intuitive
modelling and animation process, suitable for untrained
users, is more important than realism and extensive features.
Sketch-based modelling has been shown to be a suitable
interface because the underlying pen-and-paper metaphor is
intuitive and effective. In this paper we present LifeSketch, a
framework for sketched-based modelling and animation.
Threedimensional models are created with a variation of the
popular “Teddy” algorithm. The models are analysed and
skeletons with joints are extracted fully automatically. The
surface mesh is bound to the curved skeletons using skinning
techniques and the resulting model can be animated using
skeletal animation methods. The results of our evaluation
and user study suggest that modelling and animation tasks
are considerable more efficient than with traditional tools.
The learning curve is very flat and a half page document was
sufficient to familiarise users with the tools functionality.
Users were satisfied with the automatically extracted joints,
but some users struggled selecting the appropriate rotation
axes and angles for animating the resulting 3D objects. A
more intuitive, preferable automatic or sketch-based
approach for animations is needed. Overall users were
satisfied with the modelling capabilities of the tool, found
most of its functionality natural and intuitive, and they
enjoyed using it.

Design and Impressions of a Multi-User Tabletop
Interaction Device

Andrew Cunningham, Ben Close, Bruce Thomas and Peter
Hutterer
(Thursday 2:30pm, Z607)

TableMouse is a cursor manipulation device designed
specifically for multiple users interacting on large tabletop
surface. TableMouse tracks position, height, orientation,
button state, and unique identification. It is designed using
infrared light emitting diodes and computer vision to perform
device tracking and identification. This paper explores the
functional design of such a device. Insights into the inherent
features enabled by this functionality - out of arms reach
interaction, collaborative interaction - are described. The
architecture, vision analysis process, and issues to consider
are described. Finally two example applications utilising the
TableMouse are described.



Graph Drawing Aesthetics in User-Sketched Graph
Layouts

Helen C. Purchase, Beryl Plimmer, Rosemary Baker and
Christopher Pilcher
(Thursday 3:30pm, Z607)

Empirical work on appropriate layout aesthetics for graph
drawing algorithms has concentrated on the interpretation of
existing graph drawings. A more recent experiment has
considered layout aesthetics from the point of view of users
moving nodes in an existing graph drawing so as to create a
desirable layout. The project reported here extends this
research further, by asking participants to use sketching
software to draw graphs based on adjacency lists, and to
then lay them out - removing any bias caused by an initial
configuration. We find, in common with many other studies,
that removing edge crossings is the most significant
aesthetic, but also discover that aligning nodes and edges to
an underlying grid is important, especially to male
participants who have Computer Science experience. We
observe that the aesthetics favoured by participants during
creation of a graph drawing are often not evident in the final
product.

Identifying Cultural Design Requirements for an
Australian Indigenous Website

Reece George, Keith Nesbitt, Patricia Gillard and Michael
Donovan
(Thursday 4:00pm, Z607)

This paper examines literature concerning the design of
culture into websites and in particular indigenous websites.
The intention is to identify design requirements as the first
phase of building an indigenous website for the Wollotuka
Institute located in the Awabakal nation and situated at the
University of Newcastle, NSW, Australia. The aim of the
project is to produce a website that best reflects the identity,
needs and culture of the local Wollotuka community.
Wollotuka supports a broad range of indigenous programs
incorporating administrative, academic and research
activities and provides support and development services for
indigenous staff and students. Unfortunately many existing
frameworks and indeed Western conceptions about what
knowledge is and how it should be captured, organised and
presented do not necessarily meet the culture of the
intended indigenous users. The work described in this paper
focuses on the many issues of concern when attempting to
design a website that is specific for a local cultural
community such as Wollotuka. We review previous work in
cultural design and discuss some generic issues related to the
representation and capture of indigenous knowledge. This
review provides us with some general considerations and
more specific guidelines for culture-specific design. Of
particular interest is that narrative and object are
conceptualised as a duality in knowledge representations
found in Australian Indigenous culture. We also examine
issues of design process and use our findings to support the
choice of a user-centric design method, where we localise the
design, through an iterative, prototyping process.
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Australasian Symposium on Parallel and Distributed Computing (AusPDC 2010)

Classification of Malware Using Structured Control
Flow

Silvio Cesare and Yang Xiang
(Wednesday 9:00am, Z503)

Malware is a pervasive problem in distributed computer and
network systems. Identification of malware variants provides
great benefit in early detection. Control flow has been
proposed as a characteristic that can be identified across
variants, resulting in flowgraph based malware classification.
Static analysis is widely used for the classification but can be
ineffective if malware wundergoes a code packing
transformation to hide its real content. This paper proposes a
novel algorithm for constructing a control flow graph
signature using the decompilation technique of structuring.
Similarity between structured graphs can be quickly
determined using string edit distances. To reverse the code
packing transformation, a fast application level emulator is
proposed. To demonstrate the effectiveness of the
automated unpacking and flowgraph based classification, we
implement a complete system and evaluate it using synthetic
and real malware. The evaluation shows our system is highly
effective in terms of accuracy in revealing all the hidden
code, execution time for unpacking, and accuracy in
classification.

Experience on the parallelization of the OASIS3
coupler

Italo Epicoco, Silvia Mocavero and Giovanni Aloisio
(Wednesday 9:30am, Z503)

This work describes the optimization and parallelization of
the OASIS3 coupler. Performance evaluation and profiling
have been carried out by means of the CMCC-MED coupled
model, developed at the Euro-Mediterranean Centre for
Climate Change (CMCC) and currently running on a NEC SX9
cluster. Our experiments highlighted that extrapolation
(accomplished by the extrap function) and interpolation
(implemented from the scriprmp function) transformations
take the most time. Optimization concerned |/O operations
reducing coupling time by 27%. Parallelization of OASIS3
represents a further step towards overall improvement of the
whole coupled model. Our proposed parallel approach
distributes fields over a pool of available processes. Each
process applies coupling transformations to its assigned
fields. This approach restricts parallelization level to the
number of coupling fields. However, it can be fully combined
with a parallelization approach considering the geographical
domain distribution. Finally a quantitative comparison of the
parallel coupler with the OASIS3 pseudo-parallel version is
proposed.
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Object Oriented Parallelisation of Graph Algorithms
using Parallel Iterator

Lama Akeila, Oliver Sinnen and Wafaa Humadi
(Wednesday 10:00am, Z503)

Multi-core machines are becoming widely used which, as a
consequence, forces parallel computing to move from
research labs to being adopted everywhere. Due to the fact
that developing parallel code is a significantly complex
process, t h e maresaarcH isctccdasign tawlf
which facilitate the process of parallelising code. The Parallel
Iterator (PI) is a tool which was developed to automate the
process of parallelising loops in OO applications. Graph
algorithms can be represented using objects and hence they
are excellent use cases for the PI. This paper discusses using
the Pl to parallelising graph algorithms such as breadth-first
search (BFS), depth-first search (DFS) and minimum spanning
tree (MST). Using the Pl to parallelise such graph algorithms
required adding some adaptations to the current concept of
the PI to handle certain graph algorithms. The PI facilitates
the process of parallelising graph algorithms in a way which
keeps the parallel code readable and maintainable while
exhibiting speedup. Java was used as the implementation
language since it is one of the most commonly used object
oriented languages. The parallelised graph algorithms were
tested on different graphs and trees with different densities,
granularity and structures. The experimental results show
that the parallelised graph algorithms exhibit good speedups.

Lazy Evaluation of PDE Coefficients in the EScript
System

Joel Fenwick and Lutz Gross
(Wednesday 1:30pm, Z503)

EScript is an extension to Python for solving partial
differential equations on parallel computers. It is parallelised
for both MPI and shared memory, multi-core systems using
OpenMP. In this paper, we discuss lazy evaluation as a
strategy to reduce the cost of evaluating the coefficients of
PDEs prior to solving. We show that our implementation
provides significant memory and time savings for a problem
involving complex expressions.
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A New Integrated Unicast/Multicast Scheduler for
Input-Queued Switches

Kwan-Wu Chin
(Wednesday 2:00pm, Z503)

Researchers have thus far considered scheduling unicast and
multicast traffic separately, and have paid little attention to
integrated schedulers. To this end, we present a new
integrated scheduler that considers both unicast and
multicast traffic simultaneously and also addresses key
shortcomings of existing approaches. Specifically, we outline
a scheduler that achieves 100% throughput, and unlike
existing schemes, do not require a tuning knob. Moreover,
from our extensive simulation studies, we show that it works
well in uniform, non-uniform and bursty traffic scenarios.

A Technology to Expose a Cluster as a Service in a
Cloud

Michael Brock and Andrzej Goscinski
(Wednesday 2:30pm, Z503)

Clouds refer to computational resources (in particular,
clusters) that are accessible as scalable, on demand, pay-as-
you-go services provided in the Internet. However, clouds are
in their infancy and lack a high level abstraction. Specifically,
there is no effective discovery and selection service for
clusters and offer little to no ease of use for clients. Here we
show a technology that exposes clusters as Web services in
the form of a Cluster as a Service for publishing via WSDL,
discovering, selecting and using clusters.

A Dynamic, Decentralised Search Algorithm for
Efficient Data Retrieval in a Distributed Tuple Space

Alistair Atkinson
(Wednesday 3:30pm, Z503)

This paper presents an algorithm which may be used to
efficiently search for and retrieve tuples in a distributed tuple
space. The algorithm, a core part of the Tupleware system, is
based on the success or failure of previous tuple requests to
remote nodes in the system, and this data is used determine
the relative probability of particular remote nodes being able
to fulfil subsequent future requests. The logic of this
algorithm is distributed and decentralised: each node
dynamically calculates its relationship with other nodes at
runtime. The behaviour of the algorithm using two
applications is analysed, and shows significant improvement
in terms of efficiency and performance compared to
comparable tuple space implementations.
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A Distributed Heuristic Solution using Arbitration for
the MMMKP

Md. Mostofa Akbar, Eric. G. Manning, Gholamali C. Shoja,
Steven Shelford and Tareque Hossain
(Wednesday 4:00pm, Z503)

The Multiple-Choice Multi-Dimension  Multi  Knapsack
Problem (MMMKP) is the distributed version of Multiple-
Choice Multi-Dimension Knapsack Problem (MMKP), a variant
of the 0-1 classic Knapsack Problem. Algorithms for finding
the exact solution of MMKP as well as MMMKP are not
suitable for application in real time decision-making
applications. This paper presents a new heuristic algorithm,
Arbitrated Heuristic (A-HEU) for solving MMMKP. A-HEU
finds the solution with a few messages at the cost of reduced
optimality than that of I-HEU, which is a centralized
algorithm. We also discuss practical uses of MMMKP such as
distributed Video on Demand service.



Computing: Australasian Theory Symposium (CATS 2010)

Non-clairvoyant Scheduling for Weighted Flow Time
and Energy on Speed Bounded Processors

Sze-Hang Chan, Tak-Wah Lam, Lap-Kei Lee, Hing-Fung Ting
and Peng Zhang
(Tuesday 1:30pm, Z503)

We consider the online scheduling problem of minimizing
total weighted flow time plus energy on a processor that can
scale its speed dynamically between 0 and some maximum
speed T. In the past few years this problem has been studied
extensively under the clairvoyant setting, which requires the
size of a job to be known when it is released [1, 4, 5, 8, 12,
15, 16, 17]. For the non-clairvoyant setting, despite its
practical importance, the progress is relatively limited. Only
recently an online algorithm LAPS is known to be O(1)-
competitive for minimizing (unweighted) flow time plus
energy in the infinite speed model (i.e., T = o) [10, 11]. This
paper makes two contributions to the non-clairvoyant
scheduling. First, we resolve the open problem that the
unweighted result of LAPS can be extended to the more
realistic model with bounded maximum speed. Second, we
show that another non-clairvoyant algorithm WRR is O(1)-
competitive when weighted flow time is concerned.

Approximation Algorithms for Min-max Capacitated
Path Covers

Zhou Xu and Liang Xu
(Tuesday 2:00pm, Z503)

This paper presents the first approximation algorithms and
the first inapproximability results for min-max path cover
problems, where a capacity constraint restricts the number
of customers that can be serviced by every trip of the paths
in the cover. Depending on different applications, every path
in the cover may either be restricted to contain only one trip,
or be allowed to contain multiple trips but with a return to
the depot between every two consecutive trips. We develop
a 5-approximation algorithm for the problem with multiple
trips allowed, and a (7+X)-approximation algorithm for any X
> 0 for the problem with single trips only. For both problems,
we show that unless NP = P, it is impossible to achieve any
performance ratios less than 3/2.
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Notes on Large Angle Crossing Graphs

Vida Dujmovic, Joachim Gudmundsson, Pat Morin and
Thomas Wolle
(Tuesday 2:30pm, Z503)

A graph G is an alpha angle crossing (aAC) graph if every pair
of crossing edges in G intersect at an angle of at least a. The
concept of right angle crossing (RAC) graphs (0= T/2) was
recently introduced by Didimo et al. [7]. It was shown that
any RAC graph with n vertices has at most 4n - 10 edges and
that there are infinitely many values of n for which there
exists a RAC graph with n vertices and 4n - 10 edges. In this
paper, we give upper and lower bounds for the number of
edges in AAC graphs for all 0 < a < T/2.

On Directional vs. Undirectional Randomized Decision
Tree Complexity for Read-Once Formulas

Kazuyuki Amano
(Tuesday 3:30pm, Z503)

We investigate the relationship between the directional and
the undirectional complexity of read-once Boolean formulas
on the randomized decision tree model. It was known that
there is a read-once Boolean formula such that an optimal
randomized algorithm to evaluate it is not directional. This
was first pointed out by Saks and Wigderson (1986) and an
explicit construction of such a formula was given by
Vereshchagin (1998). We conduct a systematic search for a
certain class of functions and provide an explicit construction
of a read-once Boolean formula f on n variables such that the
cost of the optimal directional randomized decision tree for f
is Q(n“) and the cost of the optimal randomized undirectional
decision tree for f is O(nB) with o - B > 0.0101. This is the
largest known gap so far.

A Fixed-Parameter Algorithm for String-to-String
Correction

Faisal N. Abu-Khzam, Henning Fernau, Michael A. Langston,
Serena Lee-Cultura and Ulrike Stege
(Tuesday 4:00pm, Z503)

In the STRING-TO-STRING CORRECTION problem we are given two
strings x and y and a positive integer k, and are asked
whether it is possible to transform y into x with at most k
single character deletions and adjacent character exchanges.
We present a first simple fixed-parameter algorithm for
STRING-TO-STRING CORRECTION that runs in O*(Zk). Moreover, we
present a search tree algorithm that exhibits a novel
technique of bookkeeping called charging which leads to an
improved algorithm whose running time is in O*(1.62k).



Control Complexity in Fallback Voting

Gabor Erdélyi and Jorg Rothe
(Tuesday 4:30pm, Z503)

We study the control complexity of fallback voting. Like
manipulation and bribery, electoral control describes ways of
changing the outcome of an election; unlike manipulation or
bribery  attempts, control actions - such as
adding/deleting/partitioning either candidates or voters -
modify the participative structure of an election.
Computational complexity can be used to protect elections
from control attempts, i.e., proving an election system
resistant to some type of control shows that the success of
the corresponding control action, though not impossible, is
computationally prohibitive.

We show that fallback voting, an election system combining
approval with majority voting (Brams & Sanver 2009), is
resistant to each of the 14 common types of candidate
control, and also to three types of voter control. The only
election systems previously known to be fully resistant to
candidate control are plurality (Bartholdi Il et al. 1992,
Hemaspaandra et al. 2007) and sincere-strategy preference-
based approval voting (SP-AV) (Erdélyi et al. 2009). However,
plurality has fewer resistances to voter control than fallback
voting, and SP-AV (as modified by Erdélyi et al. (2009)) is
arguably less natural a system than fallback voting.

Kruskalian Graphs k-Cographs

Ling-Ju Hung and Ton Kloks
(Wednesday 1:30pm, Z606)

Aclassofgr aphs i s
quasi-ordering  of finite trees provides a finite
characterization in terms of forbidden induced subgraphs.

Let k be a natural number. A graph is a k-cograph if its
vertices can be colored with colors from the set {1,...,k} such
that for every nontrivial subset of vertices W there exists a
partition {W,,W,} into nonempty subsets such that either no
vertex of W, is adjacent to a vertex of W, or, such that there
exists a permutation TTX S, such that vertices with color i in
W1 are adjacent exactly to the vertices with color TUi) in W,,
for all i X {1,...,k}. We prove that k-cographs are Kruskalian.
We show that k-cographs have bounded rankwidth and that
they can be recognized in o(n®) time.

Probe Distance-Hereditary Graphs

Maw-Shang Chang, Ling-Ju Hung and Peter Rossmanith
(Wednesday 2:00pm, Z606)

A graph G = (V,E) is called a probe graphof graph class G if V
can be partitioned into two sets P (probes) and N
(nonprobes), where N is an independent set, such that G can
be embedded into a graph of G by adding edges between
certain nonprobes. A graph is distance hereditaryif the
distance between any two vertices remains the same in every
connected induced subgraph. Distance-hereditary graphs
have been studied by many researchers. In this paper we give
an O(nm)-time algorithm for recognizing probe graphs of
distance-hereditary graphs.
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Advances on the List Stubborn Problem

Simone Dantas, Luerbio Faria, Celina M. H. de Figueiredo,
Sulamita Klein, Loana T. Nogueira and Fabio Protti
(Wednesday 2:30pm, Z606)

The 4-pARTITION problem is defined as partitioning the vertex
set of a graph G into at most 4 parts A, B, C, D, where each
part is not required to be nonempty, and is a stable set, a
clique, or has no restriction; and pairs of distinct parts are
completely nonadjacent, completely adjacent, or arbitrarily
adjacent. The usT 4-PARTITION problem generalizes the 4-
partition problem by specifying for each vertex x, a list L(x) of
parts in which x is allowed to be placed. The only usT 4-
PARTITION problem not classified as either polynomial time
solvable or NP-complete is the LIST STUBBORN problem (up to
complementarity): A and B are stable sets, D is a clique, each
vertex of A is nonadjacent to each vertex of C. We
polynomially reduce the general LIST STUBBORN instance to a
particular instance with a structured graph and only two
types of lists. Additionally, we show that this PARTICULAR LIST 4-
PARTITION problem is polynomially equivalent to a nonlist
problem, NAMED TWOFOLD STUBBORN problem.

Simpler Backward Simulation Proofs

Simon Doherty and Lindsay Groves
(Wednesday 3:30pm, Z606)

Backward simulation relations provide a technique for
verifying computer systems modelled as labelled transition
systems. Recent experience suggests that backward
simulation relations are useful in the verification of some

Khighlys cknaulrént systems. Proofs by backward simulation

are complicated by the need to show that the simulation
relation is total over all reachable states of the system being
verified. Some reachable states exhibit complex
dependencies between components of the state. We present
a technique that reduces proving totality on all reachable
states, to proving totality on a subset of the reachable states
that are very simple. The technique exploits a very weak
property of concurrent systems that we call completability: a
system is completable if every operation can finish, but not
every operation is required to finish in every execution.



Linear Uniform Receptiveness in a Pi-Calculus with
Location Failures

Peter Finderup, Hans Hiittel, Jakob Svane Knudsen and
Johannes Garm Nielsen
(Wednesday 4:00pm, Z606)

The notion of receptiveness arises in the Ttcalculus as a
guarantee of determinacy in the behaviour of callable entities
and was first investigated by San-giorgi. The DT process
calculus, introduced by Francalanza and Hennessy, extends
the Tecalculus with located processes and location and link
failures. In this paper we extend the notion of receptiveness
to DT and give sound characterizations of the property of
linear uniform receptiveness in DTIF in the form of two type
systems. Our first type system ensures receptiveness, the
property that no pending output will ever be left unattended.
We achieve this by ensuring linearity and by ensuring that the
input and output remain at the same location, such that
location failure will effectively remove either both or none.
Our second type system allows for migration but ensures that
input capabilities remain within locations which are hidden
from the context and thus not subject to failures.

A Relational Model of Incomplete Data without NULLs

Michael Johnson and Stefano Kasangian
(Wednesday 4:30pm, Z606)

The theoretical study of the relational model of data is
ongoing and highly developed. Yet the vast majority of real
databases include incomplete data, and the incomplete data
is widely modelled using special flags called nulls As noted
many times by Date and others, the inclusion of nulls is not
compatible with the relational model and invalidates many of
the theoretical results as well as requiring a three-valued
logic for query support. In category theoretic applications to
computer science, partial functions are frequently modelled
by using a special value approach (the partial map classifigy
or by explicit reference to the domain of definition subobject
In a former edition of the CATS conference the first author
and his colleague Rosebrugh proved a Morita equivalence
theorem showing that for database modelling the two
approaches are equivalent, providedthe domain of definition
subobject is complemented. In this paper we study the
uncomplemented domain of definition approach (which is
not equivalent to using special values). Our main results show
that using uncomplemented domains of definition to model
incomplete data is entirely compatible with the relational
model and so leaves the well-developed theory applicable to
real databases that use this approach. Furthermore, using
uncomplemented domains of definition supports in-place
updating, in stark contrast to special values, and, in a wide
variety of circumstances, ensures the existence of cartesian
and op-cartesian models which, as shown in a recent TCS
article, are important for solving view update problems.
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Australasian Workshop On Health Informatics and Knowledge Management (HIKM 2010)

A Secure Architecture for Australia’s Index Based E-
health Environment

Vicky Liu, William Caelli, Jason Smith, Lauren May, Min Hui
Lee, Zi Hao Ng, Jin Hong Foo and Weihao Li
(Thursday 9:00am, Z503)

This paper proposes a security architecture for the basic cross
indexing systems emerging as foundational structures in
current health information systems. In these systems unique
identifiers are issued to healthcare providers and consumers.
In most cases, such numbering schemes are national in scope
and must therefore necessarily be used via an indexing
system to identify records contained in pre-existing local,
regional or national health information systems. Most large
scale electronic health record systems envisage that such
correlation between national healthcare identifiers and pre-
existing identifiers will be performed by some centrally
administered cross referencing, or index system. This paper is
concerned with the security architecture for such indexing
servers and the manner in which they interface with pre-
existing health systems (including both workstations and
servers). The paper proposes two required structures to
achieve the goal of a national scale, and secure exchange of
electronic health information, including: (a) the employment
of high trust computer systems to perform an indexing
function, and (b) the development and deployment of an
appropriate high trust interface module, a Healthcare
Interface Processor (HIP), to be integrated into the connected
workstations or servers of healthcare service providers. This
proposed architecture is specifically oriented toward
requirements identified in the Connectivity Architecture for
Australia’s e-health scheme as outlined by NEHTA and the
national e-health strategy released by the Australian Health
Ministers.

Design an automatic appointment system to improve
patient access to primary health care

Hongxiang Hu, Ping Yu and Jun Yan
(Thursday 9:30am, Z503)

Advanced Access model has been introduced in general
practice in the United States to improve patient access to
primary health care services for more than ten years. It has
brought in the benefits o f el i minating
waiting lists, improving patients’ timely access to services and
reducing no-show rate. However, to implement this model,
practices need to collect relevant information, develop
contingency plans and set up practice strategies to balance
the provision of care and patient’s demand. These tasks are
not always easy to achieve. Understanding the requirements
and constraints for effective management of patient booking
is essential for developing an automatic appointment system
that effectively supports this model in practice. This paper
discussed these requirements and constraints, and then
proposed a new model for automatic information collection,
real time service monitoring and rule-based appointment
decision making to balance demand and supply.

servi

28

Access to E-Health information for the eNomad

Anthony D. Stiller
(Thursday 10:00am, Z503)

The concept and implementation of an E-Health scheme is
not new. There is an array of literature supporting the
benefits derived by individuals, health industries and
government agencies who gain access to digital health
records. Access improves the level of health literacy and
assist in making informed decisions. Senior citizens are
becoming more techno savvy and purchasing affordable
mobile wireless enabled Information and Communication
Technologies (ICTs) that easily connect to the expanding
broadband Internet footprint across cities and remote
regions in Australia. This provides opportunities for the
electronic nomad (eNomad) and health professionals to gain
access to personal digitally stored medical records regardless
of the geographical location. This paper will focus on the
adoption, use and impact of ICTs to gain access to digital
health records by the eNomad and the health industry and its
use as a tool to improve information literacy and informed
decision making.
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Keynote: Health LinQ - Using routine health
data to link to better patient care

Steve Kisely
(Thursday 11:00am, Z411)

Australia is one of few countries that have comprehensive,
high-quality, population data on many aspects of health and
health care. Administrative health data have several
advantages over community surveys, or data derived from
individual clinical settings. They provide accessible and timely
longitudinal data for an entire jurisdiction without the
intrusion and cost of additional data collection, and so can be
useful for both research and chronic disease surveillance. The
Australian Government has provided $30 million to establish
the Population Health Research Network (PHRN), with
representation from all States and Territories to facilitate
population health research through data linkage. The
Queensland Centre for Health Data Services (QCHDS) is the
Queensland node and trades under Health LinQ. The centre
involves 4 Queensland universities, Queensland Health and
the Australian e-Health Research Centre. Functions of the
QCHDS include: 1) Facilitating access to linked datasets
involving Queensland Health and national data; 2)
Developing methodologies for data linkage and analysis; 3)
Capacity building around data linkage; 4) Participation in the
national coordination of data linkage and research. This talk
describes the procedures for, and applications of, health data
linkage. Researchers can either define cohorts for study
within the administrative data or link them to their own data.
Linkages are by probabilistic and deterministic matching
using iterations of Link King and Febrl software packages,
with robust protocols to preserve patient confidentiality.
Access to the following data has been achieved: hospital
morbidity, mortality, peri-natal, mental health data, as well
as vital statistics. Privacy of linked data is protected by using
a broken chain of information.

Data custodians provide demographic information without
any health service data for linkage. A unique key is attached
to the health service data before being handed through
Health LinQ to the researcher. The researcher now has access
to linked data without receiving any of the identifying
demographic  information.  Current projects include
preventable deaths from physical illness in psychiatric
patients and an evaluation of whether the increased tax on
alcopops has reduced alcohol-related health service use such
as admissions to hospital or visits to emergency departments.

A Multidimensional Temporal Abstractive Data
Mining Framework

Heidi Bjering and Carolyn McGregor
(Thursday 1:30pm, Z503)

This paper presents a framework to support analysis and
trend detection in historical data from Neonatal Intensive
Care Unit (NICU) patients. The clinical research extensions
contribute to fundamental data mining framework research
through the integration of temporal abstraction and support
of null hypothesis testing within the data mining processes.
The application of this new data mining approach is the
analysis of level shifts and trends in historical temporal data
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and to cross correlate data mining findings across multiple
data streams for multiple neonatal intensive care patients in
an attempt to discover new hypotheses indicative of the
onset of some condition. These hypotheses can then be
evaluated and defined as rules to be applied in the
monitoring of neonates in real-time to enable early detection
of possible onset of conditions. This can assist in faster
decision making which in turn may avoid conditions
developing into serious problems where treatment may be
futile.

Automatic sleep stage identification: difficulties and
possible solutions

N Sukhorukova, A Stranieri, B Ofoghi, P Vamplew, M Saleem,
L Ma, A Ugon, J Ugon, N Muecke, H Amiel, C Philippe, A Bani-
Mustafa, S Huda, M Bertoli, P Lévy and JG Ganascia
(Thursday 2:00pm, Z503)

The diagnosis of many sleep disorders is a labor intensive
task that involves the specialised interpretation of numerous
signals including brain wave, breath and heart rate captured
in overnight polysomnogram sessions. The automation of
diagnoses is challenging for data mining algorithms because
the data sets are extremely large and noisy, the signals are
complex and specialist’s analyses vary. This work reports on
the adaptation of approaches from four fields; neural
networks, mathematical optimisation, financial forecasting
and frequency domain analysis to the problem of
automatically determining a patient’s stage of sleep. Results,
though preliminary, are promising and indicate that
combined approaches may prove more fruitful than the
reliance on a single approach.

Visualising a State-wide Patient Data Collection: A
Case Study to Expand the Audience for Healthcare
Data

Wei Luo, Marcus Gallagher, Di O’Kane, Jason Connor, Mark
Dooris, Col Roberts, Lachlan Mortimer and Janet Wiles
(Thursday 2:30pm, Z503)

This paper describes the application of existing and novel
adaptations of visualisation techniques to routinely collected
health data. The aim of this case study is to examine the
capacity for visualisation approaches to quickly and
effectively inform clinical, policy, and fiscal decision making
to improve healthcare provision. We demonstrate the use of
interactive graphics, fluctuation plots, mosaic plots, time
plots, heatmaps, and disease maps to visualise patient
admission, transfer, in-hospital mortality, morbidity coding,
execution of diagnosis and treatment guidelines, and the
temporal and spatial variations of diseases. The relative
effectiveness of these techniques and associated challenges
are discussed.



High Accuracy Information Retrieval and Information
Extraction System for Electronic Clinical Notes

Jon Patrick and Min Li
(Thursday 3:30pm, Z503)

There is a great demand for highly accurate and timely
Information Retrieval and Information Extraction in medicine
and health care. To meet this need, we have developed a
novel system, Intelligent Clinical Notes System (ICNS) to assist
doctors in retrieving clinical notes based on concept
searching. This has required dealing with the both the
software engineering and natural language processing
aspects of the task This system has been installed and
integrated into the existing clinical information system in the
Intensive Care Unit, Royal Prince Alfred Hospital, Sydney.

A Study on the Use of Search Engines for Answering
Clinical Questions

Andreea Tutos and Diego Molla
(Thursday 4:00pm, Z503)

This paper describes an evaluation of the answerability of a
set of clinical questions posed by physicians. The clinical
questions belong to two categories of the five-leaf high-level
hierarchical Evidence Taxonomy created by Ely and his
colleagues: Intervention and Non Intervention. The questions
are passed to two search engines (PubMed, Google), two
question answering systems (MedQA, Answers.com’s Brain-
Boost), and a dictionary (OnelLook) for locating the answers
to the question corpus. The output of the systems is judged
by a human and scored according to the Mean Reciprocal
Rank (MRR). The results show the need for question
modification and analyse the impact of specific types of
modifications. The results also show that No Intervention
questions are easier to answer than Intervention questions.
Further, generic search engines like Google obtain higher
MRR than specialised systems and even higher than a version
of Google based on specialised literature (PubMed) only. In
addition, an analysis of the location of the answer in the
returned documents is provided.
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Customisable Query Resolution in Biology and
Medicine

Peter Ansell, James Hogan and Paul Roe
(Thursday 4:30pm, Z503)

Scientists and healthcare workers regularly use data from a
number of sources as part of their research and professional
work. The current mechanisms for providing combined
access to multiple datasources are either closed or not easily
extensible, with some requiring users to locally load and
query each data-source independently. In this work we
introduce a new model for transparent querying across
multiple datasources which relies on the single unifying
format of RDF to merge information before returning it to
users. The use of normalised, resolvable URI's, combined
with the SPARQL RDF query language, enables common
queries to be executed across multiple public and private
datasources, including those not initially designed or
represented using RDF. In order to accommodate a range of
users, the implemented system has been set up to enable
customisation of queries and datasources based on RDF
formatted configuration files. This breadth of data and
configurability allows scientists and healthcare workers to
more efficiently find and communicate semantic references,
supporting research, professional practice and dissemination
of knowledge across communities and disciplines.

Assessing Text Characteristics of Electronic Discharge
Summaries and their Implications for Patient
Readability

Mehnaz Adnan, Jim Warren and Martin Orr
(Thursday 5:00pm, Z503)

A Discharge Summary provides critical information to
patients for managing their post-discharge care. This study
analyzes the characteristics of a corpus of Electronic
Discharge Summaries (EDSs) with respect to content and
readability of its sections in terms of text length and grade
level complexity, use of abbreviations and noun phrase
complexity based on the Open Access Consumer Health
Vocabulary. We find that the Advice to Patient section has
acceptable readability but is brief, and does not tend to
lengthen in proportion to the Clinical Management section of
the EDS. Conversely, the Clinical Management section, while
acceptable by traditional readability measures, has a higher
density of abbreviations than Advice to Patient and
considerable density of noun phrases that are unlikely to be
understood by consumers. If patients are intended to be a
primary audience of the EDS, then efforts should be made to
improve readability for ordinary health consumers.



